
2


Security Issues For Data Services

1 Authentication

Users need to be authenticated before accessing data services. We assume the use of standard authentication mechanisms such as the Grid Security Infrastructure, X.509 certificates, Kerberos, etc. 
2 Authorization

Access to data elements requires authorization, possibly at the level of each individual element.  
Depending on the data model, this level may be finer-grain than the level of the resource.  E.g. if the resource is a file system, the access control will be at the level of individual files.  Furthermore, in a database system, the access control will be at the level of individual tables and/or attributes; as such the access may depend on the content of a particular query.
Data services also enforce authorization policies with regard to which operations are allowed to be performed by particular users. 
Some types of data have strict policies that restrict the queries that are allowed.  These restrictions may apply to sets of queries, so whether a query is permitted may depend on previous queries coming from the same user.
Data services should maintain audit logs of accesses, and users should be informed about why access was denied. 
2.1 Security for Replicas and Cached Copies

For this discussion, we distinguish between replicas managed by the replica management system and copies made for caching purposes. The assumption is that when a user makes a copy, the user can access the data in any way it wants. 
A key question for this group is whether the OGSA Data Architecture should mandate a consistent, Grid-wide authorization scheme. We need to define the relationship between V.O.-wide policy and local site policy and how they interact. 
One group argues that replication services need to enforce common security levels for replicas.  This may require replicating the security metadata. Federation services need to access data in the federated resources.  This presumably requires some federation of the security model. Proponents of this approach argue that replicating access rights is in the interest of the job submission system, which wants to know that all replicas have the same permissions so that jobs submitted to local sites do not fail due to authorization problems. 
Another group argues that setting consistent access rights across replicas is a policy decision but not something inherent in replication services. This group argues for a combination of V.O.-wide authorization policies and additional local access policies. In this approach, if a user accesses different sites in the Grid, then each site will perform authentication and authorization checks. 
One view is that a replica is something whose properties (integrity?) are "guaranteed” by the replication service. The following questions arise: 
        1. Who owns the replicated data?  Is it the replication service or some user? Is it an administrator? 
        2. How can the replication service prevent an administrator of the target system from changing the access controls on the replica? 
        3. If the source allows updates, must replication allow updates at the replica? This could be challenging to the replication service. 
        4. Is it sensible for a replica to allow updates that are not propagated back to the source? 
2.2 Privacy Issues

The amount of privacy that can or should be provided to users is currently being discussed and differs depending on the application. Data services should clearly advertise their privacy policies. 

For example, some users may want to restrict other people from seeing which queries or commands they are sending.  This may affect the logging functionality of the service as well as the security of the transmission channel.

Users with confidential data want assurance that their data will not be read by other users or administrations of a server. An example of this type of data is medical databases.  For these applications, there are oftent strict legal requirements to protect patient privacy. Often it is necessary to encrypt files on storage. In addition, it may be necessary to verify that the services or executables invoked on the data are the actual services or executables.

At the other extreme, security administrators in some environments may not want to provide this kind of data or application confidentiality. They may need to verify that users are not storing stolen information or running malicious applications. 
3 Issues for Federation of Security Models
        1. Are authentication credentials passed from the application through the 
                federating server to the backend sources?  Or does the federating server 
                use its own authentication? 
        2. In either case, I think that the federating server is obligated to honor the 
                access controls of the sources. 
        3. Can the federating server provide a more restrictive set of access controls 
                than the sources? 
        4. There is an issue in here about privacy concerns and how they interact with 
                the federating server.  But I have not thought these though enough to 
                articulate them well. 
        5. Bill's concerns about multiple authentication and access checks when accessing 
                a federated source are well taken.  The architecture should allow (encourage?) 
                mechanisms that minimize this overhead. 
        6. We clearly need a clean way to answer the question "why could I not access that 
                data?" 
        7. There are a whole slew of questions arising around aggregation of data and 
                hiding of personal data that federation is not going to make any easier. 


