Request Connection 

	
	Request

	Reply

	
	
	Confirm
	Reject

	
	
	
	

	Req ID
	RA
	RA
	RA
	

	CID
	Null
	PA
	Null
	

	STP-A
	EdgePoint
	STP
	EdgePoint
	reason


	-- STP-A attr
	
	
	
	

	STP-B

	EdgePoint
	STP
	EdgePoint
	reason

	Start Time
	Range
	T1
	Range
	reason

	End Time
	Range
	T2
	Range
	reason

	Service attr
	Range
	 SI
	Range
	reason

	Path attr
	Req PP
	CO seq
	Req PP
	reason


Table entries in Bold provided by the NSA in that column

Table entries in italics are copied from the entry in bold

Table shows set of fields in NSI messages between Requestor and Provider NSAs.

Reply is from provider and may be either a confirmed connection or a reject.

If the reply is a confirm it describes a Connection object.  The fields describe everything known about the connection.

If the reply is a reject, the fields duplicate what was in the request, and at least one field has a reason code that defines a request field that could not be satisfied by the provider.

Request ID – Identifier of the particular request.  Used to match requests and replies.  RA is a Requestor Assigned identifier.

CID –  The Connection Identifier is assigned by the provider and is an identifier unique to the provider. 

STP-A/B is an edge of a particular connection.  In the request the field is defined as an EdgePoint, where an edge point might be able to provide multiple STPs.  An EdgePoint might be a single STP.   

In the Confirm response, the STP field is a single STP.

STP attr – is the characteristics of the STP.  In the request it might be a range of STPs at a EdgePoint .  In all messages it will be the type of STP – e.g. VLAN or WAVE.  Other attributes of STPs may be defined in the future.

Start and End Time – In a request these may be a range, while in a reply the Start Time is the  beginning of when resources are available to make the connection and end time is the time when resources are no longer available.  [a question – do we want to include attributes of times, e.g. “may be preempted after 20 minutes”]



Service attr – these are attributes that describe a Service Instance (based on a Service Definition).  The requested Service Instance defines a set of acceptable parameters.  The Service attributes in a confirmed reply are the specific values of service parameters of the connection.  Service attributes define performance attributes of the connection.

Path attr – This is an optional field.  In the request message it defines path attributes that must be satisfied by the provider.  Path attributes in a request might include EdgePoints, Networks,  or other Topological elements that are defined. 

In a  confirm reply the path attributes are Connection Objects that are segments provided by child NSAs.  The presence of Path attributes in the confirm reply is optional from a NSI protocol definition;  a particular federation of networks may require this . 

ProvisionConnection

These messages use Connection Objects from Provider.  The requestor provides a new ReqID.

Note that ProvisionConnection sequence is not needed if Automatic provisioning is specified in Connection Reservation

Cancel Connection

This message technically only needs the CID.  The requestor provides a new ReqID
.

�There is no information about who requested the connection. It is useful for A&A.


�I would define reason with error codes to simplify the message content. Therefore we should define failure use cases, so we can name things that can go wrong. This will also help to define the “help field” describing what went wrong (e.g. suggested edge port can’t be used, etc.). Also if the path given in request is not obligatory, and may be modified by RAs along the path, then this should be also marked somewhere in the response (e.g. connection is confirmed but different edge point is used, or path is changed at some point). This is missing here.


�I am not sure if lack of STP-B attr field was intended 


�Time related fields are always issues (time zones, time synchronization, etc.). I would not pay to much attention here. In AutoBAHN we use the same time zone for timestamps in request/responses, while IDM/DMs are able to translate it simply into correct timezone locally. That helps a lot. I would also just use exact start end time (or duration), without getting into details of leading time, connection set up time, etc. Let’s face it later on.


�How optional is it? If we assume the first domain does inter-domain PF, where is the place to put this path in the connection request?


�In order to keep things simple, I would skip Automatic provisioning by now, and use always ProvisionConnection sequence. Otherwise it will create some additional use cases, which we don’t want to discuss right now in v1.0


�I guess it must contain information about who request it, as it is not so obvious. A connection may be cancelled by RA, by requestor (human), by administrator for various reasons (for accounting purposes, reason to cancel may be also carried in the message, but let’s leave it for v2.0). A&A again.





