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Abstract

This document provides a definition of a standard Data Format Description Language (DFDL).  This language allows description of dense binary and legacy data formats in a vendor-neutral declarative manner. DFDL is an extension to the XML Schema Description language (XSD).
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TBD:  TODO List

· scoping (move some parts to rationale/parking lot doc)

· variables (scenarios too long, belong in rationale/parking lot doc?)

· uncertainty + nulls/optional/default (split into basic + advanced supplement?)

· section for choice
· section for xs:any
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· for xs:any

· initiator-based format properties
· edit Context section to match Variables section

· edit Extensibility section to exclude capabilities reserved for the future. 
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TBD: Hints to Authors and Editors

· Write in the present tense. We are describing how DFDL IS defined, not how it "Will be" defined someday. Many more people will see this document once DFDL is complete than while it is in formulation.

· Please put in lots of TBDs and/or comments about things unresolved or unclear.
· Please put the letters "TBD" in notes to the authors/editors, not "TODO" or other markers.

· Move discussion of design alternatives and rationale for why things were decided into separate sections which are put in the Appendices in the back matter. Eventually we'll move these out to a separate document for safekeeping.
· Standardize terminology: use 'element' instead of 'field', 'item', 'object etc. Use 'item' as the generalization from element to elements and other things such as model groups.

List of Changes still needed throughout: 

Code Examples:

· use style 'codeblock'

· indent 2 spaces per level

· use all spaces, not tabs

· colorize per our standard color scheme to emphasize the important bits. (are we happy with the colorization in the scoping part? I'd propose that as a standard)
· no outline frames around them.

Change discussions of boolean true like "non-null node not equal to FALSE" to just say 'true'. since we have a central discussion of what true and false are for expressions now.

Change all the "Is an error and DFDL Processors must fail" to specify just 'is a schema definition error', or "is a processing error". 
1 Introduction

Data interchange is critically important for Grid computing. Grid computing is about getting distributed software and hardware resources to work together. Inevitably these resources read and write data in different formats. General tools for data interchange are essential to solving such problems. Grid computing is also at least partly about high-performance including high-performance data handling. DFDL enables powerful data interchange as well as very high-performance data handling for the Grid.
We envisage 3 dominant kinds of data in the future: 

· Textual XML data.

· Binary data in standard formats. 

· Data with DFDL descriptors 

Textual XML data is the most successful data interchange standard to date. All such data is by definition new, by which we mean created in the XML era. In addition it is usually small data because of the large overhead that XML tagging imposes and the high-cost of compression and decompression. Standardized binary data is also relatively new, and is more reasonable for larger data because of the reduced costs of encoding and more compact size. Examples standard binary formats are data described by modern versions of ASN.1, or the use of XDR. These techniques lack the self-describing nature of XML data. Scientific formats such as NetCDF and HDF are used in some communities provide self-describing binary data. In the future there may be binary-encoded XML data as there is a w3c working group that has been formed on this subject. 
It is an important observation that both XML format and standardized binary formats are prescriptive in that they specify or prescribe a representation of the data. To use them your applications must be written to conform to their encodings and mechanisms of expression.

DFDL suggests an entirely different scheme. The approach is descriptive in that one chooses an appropriate data representation for an application based on its needs and one then describes the format using DFDL so that multiple programs can directly interchange the described data. DFDL descriptions can be provided by the creator of the format, or developed as needed by third parties intending to use the format. That is, DFDL is not a format for data; it is a way of describing any data format. DFDL is intended for data commonly found in all kinds of calculations including scientific and numeric computations as well as the record-oriented representations found in commercial data processing.
DFDL can be used to describe legacy data files, to simplify transfer of data across domains without requiring global standard formats, or to allow third-party tools to easily access multiple formats. DFDL can also be a powerful tool for supporting backward compatibility as formats evolve. 

DFDL is designed to provide this flexibility but to admit implementations to achieve very high levels of performance. DFDL descriptions are separable and native applications do not need to use DFDL libraries to parse their data formats. DFDL parsers can also be highly efficient. The DFDL language is designed to admit implementations that use lazy evaluation of formats and to support seekable, random access to data. The following goals are achievable by DFDL implementations:

Density: fewest bytes to represent information content (without resorting to compression). Fastest possible I/O.

Optimized I/O. Applications can write data aligned to byte, word, or even page boundaries and to use memory-mapped I/O to insure access to data content with the smallest number of machine cycles for common use cases without sacrificing general access. 

DFDL can describe the same kinds of abstract data that other binary or textual data formats can describe, but can go further and describe almost any possible representation scheme for them, For example, DFDL can provide multiple representations for the same logical data but that are optimized for specific uses. It is the spirit of DFDL to support canonical data descriptions that correspond closely to the original in-memory representation of the data, and also to provide sufficient information to write as well as to read the given format.

1.1 Why is DFDL Needed?

Many people ask why DFDL is needed in an era where there are so many standard data formats available. There are a number of social phenomina in the way software is developed which have lead to the current situation where DFDL is needed to standardize description of diverse data formats.
First, programs are very often written speculatively, that is, without any advance understanding of how important they will become. Appropriately given this situation, little effort is expended on data formats since it remains easier to program the I/O in the most straightforward way possible given the programming tools in use. Even something as simple as using an XML-based data format is harder than simply using the native I/O libraries of a programming language. 

At some point however, it is realized that the program is important because either lots of people are using it, or it has become important for business or organizational needs to start using it in larger scale deployments. At that point it is often too late to go back and change the data formats. For example, there may be real or perceived business costs to delaying a deployment of a program for a rewrite just to change the data formats, particularly if such rewriting will reduce performance of the program and increase costs of deployment. (It takes longer to program, but at least it's slower when you are done ()

Additionally, the need for data format standardization for interchange with other software may not even be clear at the point where a program first becomes 'important'. Eventually, however, the need for data interchange with the program becomes apparent. 
The above phenomina are not something that is going away any time soon. There are of course efforts to integrate more smoothly
 standardized data format handling into programming languages. Nevertheless we see a critical role for DFDL since it allows after-the-fact description of a data format.
2 Notational Conventions
The key words must, must not, required, shall, shall not, should, should not, recommended, may, and optional in this Working Draft are to be interpreted as described in [RFC 2119]. Note that for reasons of style, these words are not capitalized in this document.

2.1 Failure Types
Herein where the phrase "must be consistent with" is used, it is assumed that a conforming DFDL implementation must check for the consistency and issue appropriate diagnostic messages and fail when an inconsistency is discovered.
There are several kinds of failures that can occur when a DFDL processor is handling data and/or a DFDL schema.

2.2 Schema Definition Error

When the DFDL schema itself contains an error, it implies that the DFDL processor cannot process data because the DFDL schema itself is not meaningful. It may be ambiguous, or contain conflicting definitions. Equivalently, we can say that there is no possible data that conforms to the schema; hence, the schema cannot be meaningful. All conforming DFDL processors must detect all schema definition errors, and must fail and will typically issue some kind of appropriate diagnostic message. The DFDL schema cannot mask or otherwise continue after a schema definition error is detected. 
It is desirable, though not required by the DFDL standard, that Schema definition errors are detectable given only the schema. That is, these should be statically determined given the content of the schema only. 
2.3 Processing Errors:  Parse Error, Unparse Error
If a DFDL schema contains no schema definition errors, then there is the additional possibility that when processing data using a DFDL schema, the data itself does not conform to the format described by the schema. In the input direction this is known as a parse error. In the output direction an unparse error. 
In addition, using the expression language of DFDL, it is possible to have runtime errors (for example, mathematical underflow or division by zero). These are also processing errors, and can be classified as parse or unparse errors depending on the action of the DFDL processor at the time of the error.

Processing errors can be masked in certain situations. For example, when parsing data described by a choice construct, one of the behaviors is to determine which alternative branch of the choice is actually in effect by attempting to parse the branches one by one. If the attempt to parse using a given branch is successful then that branch can be selected as the resolution of the choice construct. If the attempt to parse using a given branch ends in a parse error, then that branch is abandoned and the next branch attempted.  See the description of choice resolution in (TBD: xref). 

Note that neither schema definition errors nor validation errors can ever be masked in this manner.  

2.4 Validation Errors

A third class of errors are logical validation errors. These are constraints expressed in XSD and apply to the logical content of the model after parsing is complete. 

TBD: does DFDL support validating and non-validating parsers? If so why? Is it really important to be able to use a DFDL schema with invalid data and still parse it? 
3 Glossary

DFDL – Data Format Description Language

Data Item, or Item - Used to describe part of the data described by part of the schema. Can be an element, or can be a part of the data described by the other schema constructs. 

Data Element, or Element - Used to describe part of the data described by an element declaration in the schema. We avoid confusion with the schema constructs for describing elements by describing the schema constructs as element declarations.

Byte - The term “byte” herein refers to an 8-bit octet.
DFDL Processor - A program that uses DFDL descriptors in order to process data described by them.

DFDL Schema - an XML Schema containing DFDL annotations to describe data format.

Array - An XML element whose XSD element declaration specifies the potential for it to have more than one occurrence. An optional element (maxOccurs=1, minOccurs=0) is not considered to be an array as described in this document. An array has either minOccurs and maxOccurs both > 1, or has minOccurs=0, and maxOccurs > 1. Of course any given array instance can have any number of elements, including zero elements or exactly 1 element. 

Optional Element - this term refers to an element with maxOccurs=1, and minOccurs=0.

Implied XML Schema - The XML Schema that results from erasing all DFDL annotations in an DFDL Schema. An obvious application of DFDL technology is to convert data back and forth between a DFDL-described format and XML data described by the corresponding implied XML schema.

“Rep. Prop.” Or “Rep property” – an abbreviation of “representation property”.
Physical layer – A DFDL Schema adds format annotations onto a XSD language schema. The annotations describe the physical representation or physical layer of the data. 

Logical layer -  A DFDL Schema with all the DFDL annotations erased is an ordinary XSD language schema. The logical structure described by this XSD is called the DFDL logical layer.

Format Annotations - the syntactic elements by which format information is decorated onto XML Schemas

Format Properties - the attributes on format annotations which specify characteristics of data format. These are distinguished from the control attributes on format annotations which control whether the annotations are to be used as a whole, or the scoping of those annotations over what parts of the XML Schema.

Full Schema - The set of all declarations and definitions in the schema, including all included and imported schemas taken together. This includes both the XSD declarations and definitions, and the DFDL definitions provided in the top-level DFDL annotations.
4 Outline of the Specification

This document is organized as follows:
Introduction section
What is DFDL?
Model 

Language basics

· syntax

· scoping and context

· basic arrays

· variables

· layering

Detailed semantics

· properties and conversions

Arrays

Built-in specifications

Extensions
5 What is DFDL?

TBD: quick description and very small motivating examples that introduce that a DFDL schema is an XML document, that it is an annotated XSD, and a property or two including 'encoding' since we need that very early in the discussion of DFDL syntax.
6 DFDL Information Model

When using DFDL, the format of data in a data stream, file, buffer or other is described by means of a DFDL Schema. Data described by DFDL schemas obeys the DFDL Information Model.
The DFDL Information Model is shown in conceptual UML below.
TBD: picture showing elements with complex (seq, choice) and simple types, and dimensionality.
TBD: description of picture: including that strings can contain any character at all (none are reserved (see 31 Appendix: About XML-Disallowed Character codes in Literal String Values in DFDL ), and precision of numbers is specified exactly)
We express the DFDL Information Model for data using a subset of the XML Schema Description Language (XSD). XSD provides a standardized schema language suitable for capturing hierarchical data models such as the DFDL Information Model. 
A DFDL Schema is an XML Schema containing only a restricted subset of the constructs available in full W3C XML Schema Description Language. Within this XML Schema, special DFDL annotations are distributed which carry the information about the data format or representation.

A DFDL Schema is a valid XML Schema. However, the converse is not true since the DFDL Information Model does not include many concepts that appear in XML Schema.
6.1 DFDL Subset of XML Schema

The DFDL subset of XSD is a general model for hierarchically-nested data. It lacks the XSD features used to describe the peculiarities of XML as a syntactic textual representation of data.

The following lists detail the similarities and differences between general XSD and this subset.

DFDL Schemas consist of:

· standard XSD namespace management

· standard XSD import and include management for multiple file schemas

· local element declarations with optional dimensionality via maxOccurs and minOccurs.

· global element declarations

· complexType definitions

· maxOccurs, minOccurs attributes only on local element declarations and element references

· DFDL appinfo annotations describing the data format

· These simple types: string, float, double, decimal, integer, long, int, short, byte, unsignedLong, unsignedInt, unsignedShort, unsignedByte, boolean, date, time, dateTime, duration

· TBD: others? - hexBinary, base64Binary or both for opaque types?

· 'sequence' groups 
· 'choice' groups

· simple type derivations
· Reusable Groups: named model groups

· Element references with optional dimensionality via maxOccurs and minOccurs.
· Group references without dimensionality
· xs:any element wildcards

The following constructs from XML Schema are not used as part of the DFDL Information Model of DFDL v1.0 schemas, however, they are all reserved for future use since the data model may be extended to use them in future versions of DFDL. By reserved we mean that conforming DFDL v1.0 implementations MAY NOT assign semantics to them. 
(TBD: need means for an implementation to indicate it is using non-standard extensions?)
· Attribute declarations (local or global)
· Attribute references
· Attribute groups
· complexType derivations

· Union and list simple types
· These atomic simple types: normalizedString, token, Name, NCName, QName, language, positiveInteger, nonPositiveInteger, negativeInteger, nonNegativeInteger, gYear, gYearMonth, gMonth, gMonthDay, gDay, ID, IDREF, IDREFS, ENTITIES, NMTOKEN, NMTOKENS, NOTATION, anyURI

· maxOccurs and minOccurs on non-elements (that is, model groups)

· Identity Constraints 
· Substitution Groups 

· 'all' groups

· Redefine - This version of DFDL does not support xsd:redefine. DFDL schemas may not contain xsd:redefine directly or indirectly in schemas they import or include.

7 Syntax

DFDL annotations appear wherever annotations are allowed in the XML Schema. To distinguish DFDL annotations from other annotations the xs:appinfo source URI http://dataformat.org/ is used. The element and attribute names in the DFDL syntax are in a namespace defined by the URI http://dataformat.org/dfdl-1.0
The content of the DFDL annotations, that is, the attributes and sub-elements of the DFDL annotation elements, are specified by an XML schema which is described in this document, and available for validation from http://dataformat.org/dfdl-1.0/dfdl.xsd 

TBD: someday it will be available there.

TBD: best to make it available for download from a web site, but not actually put it on the web at that location or everyone's processors will be actually probing that web address to try to get it live.. 

7.1 DFDL Annotation Elements

DFDL specifies these annotation elements 
· dfdl:format - establishes use of format properties for parts of a schema.

· dfdl:defineFormat - defines reusable format definitions which include collections of  the other annotations as reusable bundles

· dfdl:defineVariable - defines a variable that can be used to communicate a parameter from an earlier part of a schema to a later part. 
· dfdl:setVariable - sets the value of a variable
· dfdl:escapeScheme - defines a scheme by which quotation marks and escape characters can be specified. Used with delimited text formats.
· dfdl:numberScheme - defines the format of numbers including things like radix separators, digit grouping separators, leading or trailing signs, and so forth.
· dfdl:hidden - creates a hidden element which appears in the schema for use by the DFDL processor but is not part of the logical data type described by the schema.
· dfdl:assert - predicate testing annotation used to resolve uncertainty such as choice branches
· dfdl:defineStream - used to create a correspondence between a logical data model and  of multiple input/output sources..
· TBD: simplify by eliminating defineStream entirely?

These additional annotation properties are used to specify the available properties and conversions which implement the format-aware processing. In DFDL v1.0 they are reserved for use by DFDL implementations, and may not appear in user-defined schemas.
· dfdl:defineProperty - defines a new format property

· dfdl:defineConversion - defines a conversion between a logical type and a representation

· dfdl:registerConversion - integrates a conversion into the DFDL processor so it will be used when requested based on property value bindings

7.2 Additional Specialized Annotation Elements

Given the large number of properties, it is useful to have some specialized annotation elements that are variants of dfdl:format but which do not accept all possible representation properties. Instead these accept only the subset of the representation elements that are suitable for the matching annotated XSD construct. DFDL provides these additional specialized annotation elements:

· dfdl:sequence

· dfdl:choice

· dfdl:element

· dfdl:any
These are equivalent to writing a dfdl:format annotation containing the same representation property bindings. The table below indicates the subset of representation properties allowed on each of the specialized annotation elements.

	Schema Construct
	Matching Annotation Element
	Allowed properties

	xs:sequence
	<dfdl:sequence ... />
	encoding, separatorEncoding,

separator

separatorKind

(others TBD)

	xs:choice
	<dfdl:choice ... />
	TBD

	xs:element declaration or reference without occurrences or with minOccurs=0, maxOccurs=1 (aka optional)
	<dfdl:element ... />
	initiator, terminator

(TBD: everything meaningful for elements, and optional elements)

	xs:element declaration or reference with 2 or more possible occurrences
	<dfdl:element .../>
	occursSeparator

initiator, Terminator

(TBD: everything meaningful for elements, including occurance properties)

	xs:any
	<dfdl:any ... />
	(TBD: suitable for any wildcards)

	all other locations
	<dfdl:format .../> That is, there is no helper annotation element
	All properties


7.3 dfdl:format: Putting Formats to Use

A data format  can be 'used' or put into effect for a part of the schema by use of the dfdl:format annotation element. 

The dfdl:format annotation element is not allowed at the top level of a schema, that is as an annotation on the xs:scheman element. However, it can appear as an annotation on any declaration or definition of the schema (element, type, group) local or global:

<xs:schema ...>

  ...

  <element name="foo">
    <complexType>
      <xs:annotation>

     <xs:appinfo source=”http://dataformat.org/”>

       <dfdl:format applies="toScope" 

                    ref=”aBaseConfig” 

                    repType="text" 

                    encoding="UTF-8"/>
     </xs:appinfo>

   </xs:annotation>
      ...everything here has the specified representation properties
      ...
    </complexType>
  </element>

  ...

</xs:schema>
Note that besides dfdl:format, there are other DFDL annotations (e.g., dfdl:setVariable) which can also be found in the same annotation locations.

7.4 Special Attributes and Representation Properties

dfdl:format has several special attributes:

· 'applies' with values 'hereOnly' or 'toScope' - used for scope control. See Section 7.6 Scope Control for details.
· 'ref' used to reference named formats (see dfdl:defineFormat in Section 7.7 below)

All other attributes on dfdl:format annotation elements are representation property bindings. The concept of scoping described in this document in section 10 applies only to representation property bindings and to representation properties inherited via the 'ref' attribute.
7.5 Representation Property Bindings

Within the dfdl:format annotation elements are bindings for representation properties of the form:

 Property="Value" 
For example:

repType="text" 

       separator=","
The Property is the name of the representation property. The Value is an XML string literal corresponding to a value of the appropriate type. 

See also Section 30 Appendix: About Literal String Values in DFDL. 

See also Section 31 Appendix: About XML-Disallowed Character codes in Literal String Values in DFDL.

7.6 Expressions and Dynamic Representation Properties

It is possible for a representation property to be determined at runtime from the data. For example, in some data formats, the delimiter to be used to separate elements is stored as a value of an element of a header record. This allows the delimiter to vary from one data set to another so as not to interfere with characters used in the data. 

This is expressed by use of the curly brace characters ‘{“ and ‘}’. 

· Single braces are interpreted as surrounding an expression which will be evaluated to obtain the property value. Single braces should be matched.

· Double braces are used to insert literal braces and do not have to be matched.

The expression language is used for specifying paths to other element values and parts of the data as well as to compute values. See section 7.6 Expression language for further details on expressions.

Some representation properties, such as inputValueCalc are defined to always have an expression as their value. In this case the single-braces are optional.

TBD: is this a good idea or not. They can certainly be optional for expressions that are literal constants, e.g., allowing you to write "5" instead of "{5}", but should we allow omission of th e curly braces in general for expression-valued properties?
7.7 Expression language

DFDL annotations can contain expressions. These are expressed in a notation similar to XPath, but with some semantic restrictions. 
7.7.1 Paths and inter-element reference

The language used to address elements in data described by a DFDL schema is called DPath. DPath is a subset of XPath. The terminology used in this chapter will mirror that used in the W3C’s XPath Specification document (http://www.w3.org/TR/xpath). 

Except where stated, DPath and XPath behave in exactly the same manner.

7.7.1.1 Expression Language Data Model

DPath has a more restrictive data model than XPath because it is designed specifically for DFDL documents and not for XML documents in general. Whereas XPath can handle seven different types of nodes, DPath only handles one type of node: the Element node. This obviates the need for Path Steps based on the type of node. The expression /a/child::text() is legal in XPath but not in DPath. The only node test supported by DPath is the node() test, which matches any node type in XPath.
7.7.1.2 Location Paths

Location Paths are the most frequently used DPath construct. Location Paths are used to select a set of nodes from the DFDL document. 
TBD: do location paths in DPath actually always select a single node?

As in XPath, Location Paths consist of one or more Path Steps separated by the ‘/’ character. They may be absolute or relative.

7.7.1.3 Path Steps

The syntax of DPath Path Steps is slightly more restrictive than that of their XPath cousins. Due to the smaller data model, most node tests are no longer necessary. For this reason, processing-instruction(), comment(), and text() are not valid in DPath. The only allowed node test is node(). The XPath axes which address elements are supported.
7.7.1.4 Predicates

In XPath, Path Steps are allowed to have Predicates. Predicates may contain any valid expression and are used to filter node sets. DPath also supports the predicates syntax on Path Steps, but these are used (TBD: only?) to index arrays instead. An error will be reported if a Path Step with a Predicate does not evaluate to an array element. This means that numeric access to the children of sequences is not allowed in DPath.
7.7.1.5 Expressions and calculations

DPath supports all of XPath’s mathematical operations.. DPath also implements XPath’s standard function library, which provides string manipulation capabilities. DPath uses the same numeric types as XPath 2.0.. 
7.7.1.6 True and False

Truth values in DPath work just like XPath. That is, the expression is true if the expression evaluates to a non-Null value that is not FALSE. The predicate is false if it evaluates to a null value or FALSE.

7.8 String Literals in DFDL Schemas

A literal string in a DFDL Schema is written in the character set encoding specified by the xml directive that begins all XML documents:

<?xml version="1.0" encoding="UTF-8" ?>

This line must be at the top of the DFDL schema. In this example, the DFDL schema is written in UTF-8, so any literal strings contained in it, and particularly string literals found in its representation property bindings in the format annotations, are expressed in UTF-8.

However, these strings are being used to describe features of text data that are commonly in other character sets. E.g., we may have EBCDIC data which is comma separated. A comma in EBCDIC does not have the same character code as a Unicode comma. However, when we indicate that an item is "," (comma) separated and we specify this using a string literal along with specifying the 'encoding' property to be 'ebcdic-cp-us' then this means that the data is separated by EBCDIC commas regardless of what character set encoding is used to write the DFDL Schema. 

<?xml version="1.0" encoding="UTF-8" ?>

....

....

....<dfdl:format encoding='ebcdic-cp-us' separator=","/>

.....

When a DFDL processor uses the separator expressed in this manner, the string literal "," is translated into the character set encoding of the data it is separating as specified by the encoding representation property. Hence, in this case we would be searching the data for a character with codepoint 0x6B (the EBCDIC comma), not a utf-8 or Unicode (0x2C) comma which is what exists in the DFDL schema file.
7.9 Hex Escape for String Literals

It is sometimes more convenient to avoid character set translation and just provide the string literal required in hex form so that one can avoid having to figure out what the corresponding character is in the DFDL schema's own encoding to the character code point of interest in the encoding of the data being processed. 
This is particularly important for the non-printing characters where the mapping to/from the character set of the DFDL schema may be non-obvious. There is also the potential of the DFDL schema document being in a character set such as US-Ascii that simply can’t represent a character which is in the data. Using hex to describe the actual code point of the character in the data allows DFDL to conveniently get around these limitations.

To support hex embedding, all string literals in DFDL schemas will support this escape sequence:

· %HH ("H" denotes a hex digit). Inserts a single byte directly into the string literal bypassing any character set translation. Both hex digits must be present.
· %%  - Inserts a single literal "%" into the string literal. This "%" is subject to character set translation as is any other character.

Using these escape sequences one can create string literals which are a mix of text and hex-specified data. 

7.10 Scope Control

When a dfdl:format annotation has applies="toScope" the annotation provides scoped properties. 

Conversely, when a dfdl:format carries the applies="hereOnly" attribute, then the representation properties on it (and those obtained via the 'ref' attribute) are applied only to the annotated construct and are not scoped over anything it encloses.

See Section 10 Scoping Behavior for details.
7.10.1 Default for 'applies' attribute of dfdl:format

If omitted, the default value for the applies attribute is 'hereOnly'.
7.11 dfdl:defineFormat - Reusable Data Format Definitions

One or more dfdl:defineFormat annotation elements can appear within the annotation children of the xsd:scheman element. The order of their appearance does not matter, nor does their position relative to other non-annotation children of the xsd:scheman element. Each dfdl:defineFormat has a required name attribute and an optional baseFormat attribute. The construct creates a named data format definition. The value of the name attribute is of XML type NCName. The format name will become a member of the schema’s target namespace. These names must be unique within the namespace. Top level defined formats are added to the DFDL processor context using their namespace-qualified names (QNames) as the identifiers. 

If multiple format definitions have the same 'name' attribute, in the same namespace, then it is a schema definition error. (see Section 2.2 Schema Definition Error, for implications of this class of error.)
The dfdl:defineFormat elements may only appear as annotation children of the xs:scheman element.
Each dfdl:defineFormat annotation element contains other format annotation elements as detailed below.

Here is an example of a format definition:

<xs:schema ...>

  <xs:annotation>

    <xs:appinfo source=”http://dataformat.org/”>

      <dfdl:defineFormat name=”myConfig”            

                         baseFormat="someOtherFormat">

        <dfdl:format encoding="utf-8"

                     separator="\n" />

    </xs:appinfo>

</xs:annotation>

...

</xs:schema>
Besides the dfdl:format annotation element, a dfdl:defineFormat annotation can also contain any of the other annotation elements for purposes of giving a reusable name to a collected consistent set of definitions.
A dfdl:defineFormat serves only to supply a named definition for a format for reuse from other places. It does not cause any use of the representation properties it contains to describe any actual data. 

The contents of the defineFormat element use restricted forms of the dfdl:format annotation elements which provide representation properties. The restrictions prohibit use of the 'ref' attribute and the 'applies' attribute.
7.12 Inheritance for dfdl:defineFormat

(TBD: move to semantics section?)
A dfdl:defineFormat declaration can inherit from another named format definition by use of the 'baseFormat' attribute. This allows a single-inheritance hierarchy which reuses definitions. When one definition extends another in this way, any property definitions contained in its elements override those in any inherited definition. 

Conceptually, the baseFormat inheritance chain can be flattened and removed by copying all inherited property bindings and then superseding those for which there is a local binding. Throughout this document we will assume baseFormat inheritance is fully flattened. That is, all baseFormat inheritance is first removed by flattening before any other examination of properties occurs.

7.13 Using a Format Definition

A named, reusable, format definition is reused by referring to its name from a dfdl:format annotation using the 'ref' attribute. For example:

<dfdl:format applies="hereOnly" ref=”reusableDef" encoding="ebcdic-cp-us" />

The behavior of this format definition is as if all representation properties defined by the named format definition were instead written directly on this dfdl:format annotation; however, these are superceded by any representation properties that are defined here such as the encoding property in the example above. The scope control applies attribute controls the scoping of the combined set of property definitions. 
7.14 Empty Bindings

Setting a representation property's value to the empty string doesn't remove the setting, but sets it to the empty string value. If a property is found in the context and the empty string is the value, that halts the search for the value and the returned value of the binding is the empty string value.

This is only legal for some string-valued properties. For example, in delimited text representations, it is sensible for the separator to be defined to be the empty string. This turns off use of separator delimiters. For other string-valued properties, it is an error to assign them the empty string value. For example the character set encoding property cannot be set to the empty string. DFDL processors must detect these errors and must fail.

TBD: the above clarification belongs elsewhere in the spec. In addition, any property that can have empty string as its value must say so in the documentation of the property. E.g., separator.
7.15 Representation Property Binding Syntax: Element Form

The representation properties can sometimes have complex syntax, so two forms are provided for expressing them syntactically. 

Attribute form is shown in all the above examples. 

Element form looks like this:

<xs:schema ...>

  <xs:annotation>

    <xs:appinfo source=”http://dataformat.org/”>

      <dfdl:defineFormat name=”myConfig”>

        <dfdl:format ref=”someOtherConfig”>

          <dfdl:property name='encoding'>utf-8</dfdl:property>

          <dfdl:property name='separator'>\n</dfdl:property>

        </dfdl:format> 

      </dfdl:defineFormat>

    </xs:appinfo>

</xs:annotation>

...

</xs:schema>

All representation properties can have their bindings expressed in attribute form or element form. Element form is mostly used for properties that themselves contain the quotation mark characters and escape characters so that they can be expressed without concerns about confusion with the XSD syntax use of these same characters.

It is a schema definition error if the same property is expressed both as an attribute and using a dfdl:property sub-element of a format annotation.

There are also some representation 'properties' which always need element-based syntax. For example, see Section 17.2.7 Escape Scheme properties. 
The dfdl:format attributes 'applies' and  'ref' attributes, must be expressed as attributes since they are not representation properties.

7.16 Short Form for Format Annotations
To save textual clutter, a short-form syntax for format annotations is also allowed. Non-native attributes are examined by the DFDL processor. Those which correspond to the QNames of built-in or user-declared DFDL properties are are assumed to be equivalent to specific kinds of DFDL long-form annotations.

7.16.1 Short Form Syntax 

Short form annotations are equivalent to long-form annotations. For example the two forms below are equivalent. The first is a short-form of the second:

<xs:element name="foo">

  <xs:complexType>

     <xs:sequence dfdl:separator="\t" >

      ...

     </xs:sequence>

  </xs:complexType>

</xs:element>

<xs:element name="foo">

  <xs:complexType>

    <xs:sequence>

      <xs:annotation><xs:appinfo source=”http://dataformat.org/”>

        <dfdl:format separator="\t" /> 

      </xs:appinfo></xs:annotation>

      ...

    </xs:sequence>

  </xs:complexType>

</xs:element>

Another example:. 

<xs:element name="foo" type="xs:int" maxOccurs="unbounded"

                       dfdl:repType="text" 

                       dfdl:occursSeparator=","/>

<xs:element name="foo" type="xs:int" maxOccurs="unbounded">

      <xs:annotation><xs:appinfo source=”http://dataformat.org/”>
        <dfdl:format repType="text" occursSeparator=","/> 

      </xs:appinfo></xs:annotation>

</xs:element>

7.16.2 Error cases for Short-Form Annotations

A short-form annotation with applies="hereOnly" on a complexType definition (global or local) is currently always an error. DFDL processors must detect this and fail, just as they must for the equivalent long-form annotation:
<xs:element name="foo">

<xs:complexType dfdl:separator="\t" 

                dfdl:applies="hereOnly" > <!-- ERROR -->
     <xs:sequence>

      ...

     </xs:sequence>

  </xs:complexType>

</xs:element>

<xs:element name="foo">

<xs:complexType>

      <xs:annotation><xs:appinfo source=”http://dataformat.org/”>

        <dfdl:format separator="\t"

                     applies="hereOnly" /> <!-- ERROR -->

      </xs:appinfo></xs:annotation>

    <xs:sequence>

      ...

    </xs:sequence>

  </xs:complexType>

</xs:element>

8 Context: Concepts

We describe the semantics of DFDL in terms of a logical description of how a parser might proceed to operate on the data. Any implementation that provides operations with consistent behavior is valid.

For example, a parser might well use a lazy strategy, and evaluate only the parts of a large source needed by the application. Also, there are many ways that the context might be managed, using efficient data structures, caching, and so on. These details are left to implementations.
8.1  DFDL parser

DFDL provides a way to add annotations to an XML schema such that the schema can be used to describe the format of a non-XML data source, formatted for example in ASCII text or binary representations.

A DFDL Parser is an application or code library which can take as input:

1. XML Schema annotated with DFDL annotations and 

2. One or more data sources

It is able to use the DFDL description to interpret the data sources and realize an XML data model. The XML data model can then be written out (as XML) or accessed through an API. 

Throughout this document we will describe the behavior of a logical DFDL Parser. Any implementation of a DFDL Parser with equivalent behavior is valid. For example, for efficiency reasons a real implementation of a DFDL Parser is likely to be lazy in its evaluation of a large data source and only realize those parts of the data which are required by the application it is servicing.
Similarly there is a notion of a DFDL Unparser the unparser works from an XML document, a DFDL annotated schema and possibly additional information and writes out to one or more sources in non-XML formats. 

Often both parser and unparser would be implemented in the same piece of code and so we do not always distinguish them. (Although they may, of course, be different pieces of code).

The term DFDL schema simply refers to a DFDL annotated schema.

The logical DFDL parser’s state consists of:

· The DFDL schema and its position in it.

· the context.

· a data stream this is a typed, cursor based stream from which data is pulled (or to which it is pushed) when required.
TBD: There is a technical issue with establishing namespaces in annotations (and indeed the context) which needs to be addressed.
TBD: Term for describing the input is undecided candidates include: feed, source, stream
TBD: The term for the application that writes data out was discussed candidates include:  Unparser, Serializer or Writer
8.2 Context

The context of the logical DFDL parser is a logical store of values which is dynamically modified as the parser processes a DFDL schema. It is conceptually organized as an XML document, this allows us to store structured, typed values and to use XPath
 expressions to reference them. The concept of a context is limited to being a value store and as indicated above it represents part of the state that the DFDL parser uses when processing a document.

For example let us suppose a very simple context were to look like:

<context>

  <numberOfElements>3</numberOfElements>

</context>

From within DFDL we could have an annotation that referenced that value using an XPath. We adopt the convention that any XPath string preceded by a ‘$’ refers to an entry in the context. This we could refer to the value of this element within a DFDL annotation using the XPath: “$numberOfElements”.

Entries in the context will be referred to as context entries the values of such entries will be referred to as context values. Since representation property bindings are held in the context, we will also refer to the context to find property bindings, or more simply just properties.
We can add data to the context from DFDL directly:

<xs:annotation><xs:appinfo>

  <dfdl:setGlobal 
name=”numberOfElements” type=”xs:integer” value=”3”/>

</xs:appinfo></xsannotation>

We can also copy values from the output into the context. Suppose we have an element in the document called “zipCode”, represented as an integer. We can place a copy of this into the global context using:

<xs:element name=”numberOfElements” type=”xs:int”           

            dfdl:setGlobal=”GlobalNoElements” />

This will add a new element of type xs:int to the context. The element will be called “GlobalNoElements”. It will be populated it with the same value that as the output element “zipCode”. The global context element can be referenced from anywhere below this point in the document using the DPath “$GlobalNoElements”.

Before the logical DFDL parser begins processing a DFDL schema it builds the default context
. It CAN make arbitrary modifications or additions to the default context (e.g. based on command-line flags) to construct the global context for the document. This mechanism allows the processor to pass in values and/or set properties etc. to influence the processing of the document. A critical value to set is to define the root element of the document. See Section 15.1 External Specification of Format for Top-level Element.
Once processing begins the global context can be added to by the parser, but values in the global context cannot be modified or deleted i.e. the global context is write once.

As the parser visits an annotation in a branch of the tree of a DFDL schema, the annotations can write to the local context for that branch. Values in the local context can obscure any settings from higher up the tree from the perspective of any actions taken by the parser at that point in the document or at any place lower down that branch of the document tree. This process could be thought of as extending and overriding the data object. 
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Figure 1 Illustrating how the local context is constructed by each parent annotation obscuring values in the global or proceeding contexts. The values in the context at any point in the document are found by looking for them first in the immediate local context and then in its parent and so on.

To set a local context value we can do one of the following:

<dfdl:set name=”$numberOfElements” value=”5”/>

or (if it does not yet exist):

<dfdl:set name=”$numberOfElements” value=”5” type=”xs:int”/>

The local contexts are treated like a stack that follows the DFDL schema tree. When the parser enters a node N of the XML Schema tree a local context c(N) is created for that branch. That local context builds on the local context from the N’s parent. Any children of N will construct local contexts built on c(N). When all the children of N have been parsed the parser and the parser  leaves N, c(N) is destroyed.

Note that it is also possible to inquire for the list of all property bindings held in the context for a given property name or set of property names. This bypasses the notion of one context obscuring the preceeding contexts described dabove, but it is needed for the implementations of delimited text formats, specifically we need to obtain the full set of all enclosing separators or terminators in all enclosing contexts in order. 
8.3 Data independent attribute

A data independent property is a value in the context that has been declared static:

<dfdl:set name=”$numberOfElements” value=”5” type=”xs:int” 

       dataIndependent=”true”/>


A data independent property may not be set with reference to any values which are dependant on the data i.e. its value may not be set with an XPath that points to an element from the data or to a value derived from the data such as position().

Data independent properties can be evaluated entirely from the DFDL Schema itself with no reference to the data.

TBD: default state could be data independent and data dependent must be declared?
8.4 Position attribute

The “dfdl:set” and “dfdl:setGlobal” has a further optional attribute “position”. When a context value is part of a structured property 
and it being placed into a sequence the “position” attribute can be used to set its position.

The position attribute is an XPath that must evaluate to the strings “first”, “last” or a number from 0..N where N is the current length of the sequence. If the value is “first” the new element is placed first in the sequence. If the value is “last” the new element is placed last in the sequence. If the value is a number the new value is inserted into the sequence so that the number is its new position. The previous object with that position (if any) has a position one greater in the new context:
<dfdl:set name=”$listOfElements/zipCode” value=”94118” type=”xs:int” 

       position=”last”/>

8.5 Rules

The following rules apply to setting and referring to values in the context:

· No forward references – XPaths that refer to values in the document must refer to values that have already been parsed and instantiated, i.e. ones higher up the document
.

· When an element is added to any level of context it must have a unique (fully qualified) name.

· Values in the context have types associated with them, whenever a value is set at a local level it must conform to the type of its parent value

8.6 Parser traversal of DFDL schema

The behaviour of the logical DFDL Parser is to start its operation at the root node of the XML Schema. It proceeds to work down the XML Schema tree. At each node it visits there can be an annotation. Each annotation can change the local context (details below). When the parser reaches a simple type it evaluates it updates its context with respect to the local annotation and then attempts to populate the output data model with a value of the appropriate type.

When visiting a globally declared type the parser will proceed to visit the annotations of that type after visiting the annotations up to its point of inclusion in the main XML tree. 

When visiting a derived type, the parser will visit any annotations in the root of the type first. 

Consider Example 1 below. The comments describe the order in which the annotations are visited. In evaluating testElement1 testProp will have the value 4 because this is the last thing to be added to the local context before the type is evaluated. In evaluating testElement2 testProp will have the value 3.
Example 1
<?xml version="1.0" encoding="UTF-8"?>

<xs:schema xmlns:xs="http://www.w3.org/2001/XMLSchema" elementFormDefault="qualified" attributeFormDefault="unqualified">

<xs:simpleType name="otherNewType">



<xs:annotation>



<!-- Visit this annotation sixth -->




<xs:appinfo>





<dfdl:property name="testProp" value="4"/>




</xs:appinfo>



</xs:annotation>



<xs:restriction base="newType">




<xs:maxInclusive value="5"/>



</xs:restriction>


</xs:simpleType>

<xs:simpleType name="newType">



<xs:annotation>




<xs:appinfo>




<!-- Visit this annotation third and fifth-->




<dfdl:property name="testProp" value="3"/>




</xs:appinfo>



</xs:annotation>



<xs:restriction base="xs:integer">




<xs:maxInclusive value="10"/>



</xs:restriction>


</xs:simpleType>

<xs:element name="root">



<xs:complexType>




<xs:annotation>





<xs:appinfo>





<!-- Visit this annotation first -->






<dfdl:property name="testProp" value="1"/>





</xs:appinfo>




</xs:annotation>




<xs:sequence>




<xs:element name="testElement1" type="newType">






<xs:annotation>







<xs:appinfo>







<!-- Visit this annotation second -->








<dfdl:property name="testProp" value="2"/>







</xs:appinfo>






</xs:annotation>





</xs:element>




<xs:element name="testElement2" type="otherNewType">






<xs:annotation>







<xs:appinfo>







       <!-- Visit this annotation fourth -->








<dfdl:property name="testProp" value="5"/>







</xs:appinfo>






</xs:annotation>





</xs:element>



</xs:sequence>



</xs:complexType>


</xs:element>
</xs:schema>
8.7 Inclusions in the context

Here is a list of standard elements that should always be present in the context

· <rootElement>nameOfRootOfSchemaTree</rootElement >

· <parseDirection>unparsing</parseDirection>

· …
TBD: What should be in this list?
9 Composition of Multiple Schemas

A DFDL schema can include or import another schema in the usual manner for XML schemas.

Data format definitional annotations (e.g.,  dfdl:defineFormat, dfdl:defineVariable) define names which are in the target namespace of the schemas where they reside.  

Data format definitions that extend others, and data format uses that extend definitions must reference using the 'baseFormat' or 'ref' attributes respectively. The value provided for the referenced definition is a QName, and must be interpreted with respect to the proper namespace as implied or specified in a namespace qualifier.

10 Scoping Behavior

To understand the behavior of scoping in DFDL it is useful to look at some examples. Consider the following:

<xs:schema ...>

  ...

  <!— No top level dfdl:format allowed, only dfdl:defineFormat. -->

  <xs:element name="foo">

    <xs:complexType>

      <xs:annotation>
        <xs:appinfo source=”http://dataformat.org/”>

          <dfdl:format applies="toScope"

                       ref=”aBaseConfig" 

                       encoding="ebcdic-cp-us" />

        </xs:appinfo>
      </xs:annotation>

      <xs:sequence>

        <xs:element name="F1" type="xs:int"/> 

        <xs:sequence>

          <xs:annotation>

            <xs:appinfo source=”http://dataformat.org/”>

              <dfdl:format applies="toScope" 

                           repType="text" 
                           encoding="us-ascii" />

            </xs:appinfo>
          </xs:annotation>

          <xs:element name="F2" type="xs:int" />

          <xs:element name="F3" type="xs:int">

            <xs:annotation>

              <xs:appinfo source=”http://dataformat.org/”>

                <dfdl:format applies="hereOnly" 

                             repType="text" 
                             encoding="utf-8" />

              </xs:appinfo>

            </xs:annotation>

          </xs:element>

      </xs:sequence>

    </xs:complexType>

  </xs:element>

  ...

</xs:schema>
In the above example, element F1 inherits the character set encoding ebcdic-cp-us specified by the enclosing dfdl:format construct. This is overridden for the inner sequence containing elements F2 and F3, because a dfdl:format construct at that tier specifies the character set encoding us-ascii. However, element F3 has a dfdl:format annotation which further supersedes that with the definition of character set encoding utf-8.

The exact position of an enclosing dfdl:format annotation that carries the applies="toScope" attribute does not matter to the constructs contained within it. Consider the following example:
<xs:element name=”myElement”>

  <xs:annotation>
    <xs:appinfo source=”http://dataformat.org/”>

      <dfdl:format applies="toScope" ref=”ebcdicRep” length=”2”/>

    </xs:appinfo>
  </xs:annotation>

  <xs:complexType>

    <xs:sequence>

      <xs:element name=”f1” type=”xs:int”/>

      <xs:element name=”f2” type=”xs:string”/>

    </xs:sequence>

The elements f1 and f2 will have their representation properties drawn from the format named ebcdicRep, as will the sequence containing them.

Note that the exact position of the format annotation does not matter in this case. Moving the annotation inward onto the complexType construct or the sequence construct is entirely equivalent. Hence, the fragment below is equivalent to the one shown above:

<xs:element name=”myElement”>

  <xs:complexType>

    <xs:annotation>
      <xs:appinfo source=”http://dataformat.org/”>

        <dfdl:format applies="toScope" ref=”ebcdicRep” length=”2”/>

      </xs:appinfo>
    </xs:annotation>

    <xs:sequence>

      <xs:element name=”f1” type=”xs:int”/>

      <xs:element name=”f2” type=”xs:string”/>

    </xs:sequence>

    ...

Note that the above illustration is specific for anonymous/local types but not for definitions that reference global complex types
. In the case where an annotation is defined for a global complex type, we must not override this with an annotation defined at the element that references the complex type. Doing so may change the meaning of the global complex type for other locations that reference it.
10.1 Non-Scoped Format Annotations

When a dfdl:format annotation carries the applies="hereOnly" attribute then it applies only to that annotated construct and not to any contained constructs. 

There are some situations where this behavior is very important. Consider the following example:

<xs:element name="myElement">

  <xs:annotation>
    <xs:appinfo source=”http://dataformat.org/”>

      <dfdl:format applies="toScope" 

                   separator=";" /><!-- default is ";" -->

    </xs:appinfo>
  </xs:annotation>

  <xs:complexType>

    <xs:sequence>

      <xs:annotation>
        <xs:appinfo source=”http://dataformat.org/”>

          <dfdl:format applies="hereOnly" 

                       separator="\t"/><!-- separator is "\t" -->

        </xs:appinfo>
      </xs:annotation>

      <xs:sequence><!-- sub-sequence separator is ";" -->
         ...

      </xs:sequence>

    </xs:sequence>

    ...

In the above, the first format annotation establishes that the default separator to be used for sequences is a semicolon. The first nested sequence inside the element specifies an override of the terminator to use "\t" or tab. However, because it is provided with applies="hereOnly" this does not change the default separator which is the semicolon which will be used for the second nested sequence. 

Multiple dfdl:format annotations are allowed on the same item to allow different format annotation elements to be used to organize the various representation property bindings into logical categories as the author of the DFDL schema deems appropriate. 

Some of these dfdl:format annotations can specify applies="toScope" properties and others can specify applies="hereOnly" properties. In this case, the applies="hereOnly" annotations takes precedence over the applies="toScope" annotations. The meaning is as if the applies="toScope" annotation was on an immediately surrounding construct.

When multiple dfdl:format annotations occur at the same annotation point, those with applies='toScope' are combined, and those with applies="hereOnly'" are combined separately. There cannot be any duplicate properties
 specified within each of these groups. In addition there can be only one use of 'ref'
 in each group. Duplicate properties and multiple ‘ref’ occurrences must result in a schema definition error. 

In DFDL Version 1.0, a dfdl:format annotation with applies="hereOnly" is only valid as an annotation on element references, element declarations, group references, sequences, and choice groups. Incorrectly positioned annotations must result in processing errors. 
There are several more important cases to clarify. The first concerns repeated occurrences of elements:

<xs:element name="myElement" maxOccurs="10">

  <xs:annotation>
    <xs:appinfo source=”http://dataformat.org/”>

      <dfdl:format applies="hereOnly"

                   repType="text"

                   encoding="ascii"

                   initiator="("

                   terminator=")"

                   occursSeparator=","

                   integerSigned="true"/> <!--ERROR -->

      <dfdl:format applies="toScope" 

                 terminator=";" /> <!-- default is ";" -->

    </xs:appinfo>
  </xs:annotation>

  <xs:complexType>

    <xs:sequence>

      ... <!-- separated by ";" -->

    </xs:sequence>

      ...

In the above example, we see that the dfdl:format annotation carrying the applies="hereOnly" attribute applies to each occurrence of the enclosing element. In addition, the initiator and terminator apply to the element as a whole (the entire array, not each occurrence) so they are also valid.
 However, since the type is a complex type, the integerSigned binding is ignored when processing the constructs within the complex type since it was not setup as a scoped default
. Hence, integerSigned here can only be about this specific element construct itself, not anything it contains. Since the type is complex, not an integer, this must cause a processing error.


Another example:

<xs:element name="myElement">

<xs:annotation><xs:appinfo source=”http://dataformat.org/”>

  <dfdl:format applies="hereOnly"

               occursSeparator=","

               byteOrder="bigEndian"/>

  </xs:appinfo></xs:annotation>

  <xs:simpleType>

    <xs:extension base="int"> <!-- will be bigEndian -->
       ....

    </xs:extension>

      ...

In the above we see that the byteOrder property applies to the simple type even though it is expressed using a type derivation (extension in this case) and the applies="hereOnly” is specified.
10.2 Scoped Properties on Simple Types

Because DFDL allows for the possibility of a complex representation for a simple type, it can be meaningful for a format annotation on a simple type to specify applies="toScope".

For example:

<xs:element name="myElement" type="xs:string">

  <xs:annotation>
    <xs:appinfo source=”http://dataformat.org/”>

      <dfdl:format applies="toScope"

                 byteOrder="bigEndian"

                 complexRepType="cleverStringType"

                 inputValueCalc="{ ./contents }"/>

  </xs:appinfo>
</xs:annotation>

</xs:element>

In the above, the complexRepType property
 is used to refer to an XSD complex type definition called "cleverStringType" which is used as the representation of the string named myElement. The inputValueCalc expression reaches into this type definition to obtain the value of it. 

In this situation. the byteOrder="bigEndian" property is scoped over the cleverStringType complex type definition so that any binary data used in that complex type will be interpreted as bigEndian unless otherwise specified in the type definition itself.

TBD: expand the example, or reference the section of the spec on layering and layered representations.

10.3 Complex Type References

When a dfdl:format annotation with an applies="hereOnly" appears on an element declaration which references a complex type definition, then properties sensible for the element itself will apply to the element itself; however, the properties will not apply to the referenced type. 

The specification of any properties other than those that are sensible must result is a schema definition error. 
TBD: could be a warning, but I like to make things strict and then back off later. If you make it lax you can never tighten it.

Conversely, annotations that are inside a dfdl:format annotation with applies="toScope" will apply to the element itself and to the contents of the type definition for that instance of the use of the type definition. 
This is consistent with the principle of referential transparency, in that if you replaced the type reference by an inline copy of the type, the behavior is the same.

This example illustrates this sometimes unanticipated behavior:

<xs:simpleType name="sType">

  <xs:extends base="xs:int"/>

</xs:simpleType>

<xs:complexType name="cType">

  <xs:sequence>

    <xs:element name="f1" type="xs:int"/>

  </xs:sequence>

</xs:complexType>

<xs:element name="myElement">

  <xs:annotation>
    <xs:appinfo source=”http://dataformat.org/”>

      <dfdl:format applies="toScope" 

                   repType="binary"

                   byteOrder="bigEndian"/> <!-- default bigEndian -->

    </xs:appinfo>
  </xs:annotation>

  <xs:complexType>

    <xs:sequence>

      <xs:element name="a" type="sType">

        <xs:annotation>
          <xs:appinfo source=”http://dataformat.org/”>

            <dfdl:format applies="hereOnly" 

                         byteOrder="littleEndian"/> <!-- USED -->

          </xs:appinfo>
        </xs:annotation>

      </xs:element>

      <xs:element name="b" type="cType">

        <xs:annotation>
          <xs:appinfo source=”http://dataformat.org/”>
            <dfdl:format applies="hereOnly" 

                         byteOrder="littleEndian"/> <!-- ERROR -->

           </xs:appinfo>
        </xs:annotation>

      </xs:element>

      <xs:element name="c">

        <xs:annotation>
          <xs:appinfo source=”http://dataformat.org/”>

            <dfdl:format applies="hereOnly" 

                         byteOrder="littleEndian"/> <!-- ERROR -->

          </xs:appinfo>
        </xs:annotation>

        <xs:complexType>

            <xs:sequence>

            <xs:element name="f1" type="xs:int"/> <!-- bigEndian -->

          </xs:sequence>

        </xs:complexType>

      </xs:element>

    </xs:sequence>

  </xs:complexType>

</xs:element>

In the above example, consider element “a” inside “myElement”. Here the dfdl:format annotation applies to the referenced definition of sType since sType is a simple type; hence, the integer which is the base of the sType definition will be interpreted as littleEndian.
To contrast with this, consider element "b" inside the "myElement" element. Because this element has complex type, the non-scoped dfdl:format annotation is incorrect. It does not have any effect at all on the data format used for the named type cType. To change the byteOrder used throughout the complex type, one must change the applies="hereOnly" attribute to applies="toScope" in the dfdl:format annotation. This is true whether or not the type is named and referenced as for element "b" above, or is included as an anonymous type definition as for element "c" above. 

DFDL processors 
must detect the error on elements 'b' and 'c' above, and fail.
10.4 Override behavior for Element References and Group References

The behavior of format annotations for element references and group references is different than that for type references. An annotation on an element or group reference overrides any top-level annotation on the element or group declaration being referenced. 

Consider the following example:
<xs:element name="s">

  <xs:annotation><xs:appinfo source=”http://dataformat.org/”>

       <dfdl:format alignment="4"/> <!-- can be overridden -->

  </xs:appinfo></xs:annotation>

<xs:simpleType>

    <xs:annotation><xs:appinfo source=”http://dataformat.org/”>

       <dfdl:format byteOrder="bigEndian"/> <!--cannot be overridden-->

    </xs:appinfo></xs:annotation>

    <xs:restriction base="xs:int">

       ….

    </xs:restriction>

  </xs:simpleType>

</xs:element>

<xs:element name="c">

  <xs:annotation><xs:appinfo source=”http://dataformat.org/”>

        <dfdl:format alignment="4""/> <!-- can be overridden -->

  </xs:appinfo></xs:annotation>

  <xs:complexType>

    <xs:annotation><xs:appinfo source=”http://dataformat.org/”>

       <dfdl:format byteOrder="bigEndian"/><!--cannot be overridden-->

    </xs:appinfo></xs:annotation>

    <xs:sequence>

      <xs:element name="f1" type="xs:int"/>

    </xs:sequence>

  </xs:complexType>

</xs:element>

In the above, we see that these are top-level element declarations, one for a simple type and one for a complex type element. The top level annotations on these constructs can be overridden at the point of reference to these declarations. However, any annotations further into the structure of those element declarations cannot be overridden. 

Consider the example below which references the above global element declarations:
<xs:element name="myElement">

  <xs:annotation><xs:appinfo source=”http://dataformat.org/”>

       <dfdl:format byteOrder="bigEndian"/> 

  </xs:appinfo></xs:annotation>

  <xs:complexType>

    <xs:sequence>

      <xs:element ref="s">

         <xs:annotation><xs:appinfo source=”http://dataformat.org/”>

            <dfdl:format 

                  alignment="8"/> <!-- OVERRIDE: stricter alignment -->

         </xs:appinfo></xs:annotation>

      </xs:element>

      <xs:element ref="c" maxOccurs="10">

         <xs:annotation><xs:appinfo source=”http://dataformat.org/”>

            <dfdl:format 

                  applies="hereOnly"

                  occursStopValue="0"     <!-- USED -->

                  integerSigned="false"/> <!-- ERROR: Complex Type -->

            <dfdl:format 

                  alignment="8""              <!-- OVERRIDE -->

                  byteOrder="littleEndian" /> <!-- DOESN’T OVERRIDE!--> 

         </xs:appinfo></xs:annotation>

      </xs:element>

    </xs:sequence>

 </xs:complexType>

</xs:element>

In the above, the element reference to 's', overrides the alignment declaration provided on the declaration of element 's'. 

In the reference to element 'c', the top level annotation's occursStopValue property is used since it is about the occurrences expressed directly on the element reference; however, the integerSigned property is an error as this element reference is to an element declaration having complex type. However, the next dfdl:format annotation's contents override any definitions given in the element declaration for 'c'. Note also how the attempt to override the byteOrder property will be ignored as the declaration for 'c' specifies the byteOrder property not at top level, but further inside the declaration where it cannot be overridden.

This override behavior is consistent with a specific mechanism for substituting declarations for their references. Let's first consider the element 's'. There is a DFDL annotation on the element declaration and also on the element reference. If we were textually substituting the declaration's contents for the reference we would have to somehow combine these two annotations together because the resulting XSD does not have two separate places to put two annotations. The override semantics comes from combining the two annotations in a manner that prefers the bindings from the element reference to those on the element declaration; though only those at the top level of the element declaration.

The semantics of element references can be expressed in terms of textual substitution as follows:

<xs:element name="d" type="dType">

<!-- annotation 1 -->

</xs:element>

<xs:element name="myElement">

  <!-- annotation 2 -->

<xs:complexType>

  <!-- annotation 3 -->

   ....<xs:sequence> 

          <!-- annotation 4 -->

          ....

         <xs:element ref="d">

            <!-- annotation 5 -->

        </xs:element>

         ...

      </xs:sequence>

</xs:complexType>

</xs:element>

We are interested in the interaction of annotations 1 and 5. The above can be rewritten as follows:

<xs:element name="myElement">

  <!-- annotation 2 -->

<xs:complexType>

  <!-- annotation 3 -->

   ....<xs:sequence> 

          <!-- annotation 4 -->

          ....

         <xs:sequence> <!-- introduced to let us annotate -->

           <!-- annotation 1 with applies="toScope"-->

           <xs:element name="d" type="dType"

              <!-- annotation 5 -->

           </xs:element>

         </xs:sequence>

         ...

      </xs:sequence>

</xs:complexType>

</xs:element>

In the above we eliminated the top level elements that are referenced, and substituted their definitions; however, we also introduced a sequence to surround the point of reference. This gives us a place to hang the annotation 1 which was previously on the element declaration. Notice how annotation 5, from the reference, is now placed in such a way that it will naturally override any format definitions in annotation 1 by way of the ordinary means by which annotations are resolved.

Top level DFDL properties in global element and group declarations can be thought of as parameters with default values. At the point of reference to these declarations, one can specify (think "pass" parameters) bindings which will override the defaults.
10.5 Resolution Rules for Format Properties

As a DFDL processor walks the DFDL schema, it maintains the current information about what representation properties are in effect and what values they have by way of the context. The global context contains named sets of property bindings created by the dfdl:defineFormat annotations. The local contexts contain individual property bindings created by dfdl:format.

A property binding is a pair (name, value). The name is the property name. The value is either a literal value, or is a string corresponding to an expression to be evaluated to obtain the value. Since the expression can contain paths including relative path components, we depend on the maintenance of a context element containing the current absolute path at the level of that context so as to give meaning to relative path expressions when evaluated. 
10.5.1 Context Manipulations for dfdl:defineFormat

The DFDL processor first processes all dfdl:defineFormat annotations contained in the schema, including all those in all included/imported schema files. When a DFDL processor encounters a dfdl:defineFormat annotation, it places a named set of property bindings into the global context. The new set of property bindings is associated in the global context with the QName of the defined format which comes from the name attribute on the dfdl:defineFormat element, and also the target namespace of the schema in which it is defined. 

In each named set of property bindings, the baseFormat inheritance chain is flattened as described above in the section on inheritance.

10.5.2 Context Manipulations for dfdl:format Annotations

This specification describes a full traversal of the data, but implementations are free to optimize and only parse or write data corresponding to a subset of all data as required to satisfy the demands of an application using DFDL processing. 

The top level element of the schema and its format annotation are either explicit in the schema, or implicit as described below in section 7.2. 

At this point we have a schema where there is conceptually a distinguished top-level element declaration, and we have a global context, and a dfdl:format annotation which is actually or conceptually on the top level element.

The DFDL processor begins at the top level element and descends over its structure. 

At annotation locations, there can be one or multiple DFDL annotations, some with applies="hereOnly", and others with applies="toScope". Hence, each time the DFDL processor encounters a DFDL annotation, it creates two new local contexts associated with the annotated construct. 

A local context is created first for all the applies="toScope" annotations. This is called the default local context. 

Another local context is created for all the applies="hereOnly" annotations. This is called the specific local context, and it is 'inside' the default local context, that is, it refers to the default local context as a predecessor.

If there is only a single annotation at this annotation location, then only one or the other of the default and specific local contexts will contain property bindings depending on the 'applies' attribute setting. The other local context conceptually exists, but contains no property bindings. 

When the annotated schema item is an element declaration with simple type, or a model-group (sequence, all, choice), then the specific local context is used first to obtain representation property values. The new default local contexts are pushed onto a stack in the usual manner as the schema is traversed, each new default local context's property bindings supercede those of the preceding default local contexts. 

A property value is determined by looking for it in the default and specific contexts as just described. If a binding for it is found, then that value is used. If not then we move down the stack of default local contexts to the predecessor and look for the binding there, repeating until a value is found. 

Note that the global context does not contain individual property bindings, (rather, only named sets of bindings referenced by the 'ref' attributes) so it is not searched.
If no value is found it is an error and DFDL processors must fail.

When the annotated schema item is an element declaration with complex type, then the specific local context (if it exists) is used for the occurrence and other immediate properties of the item. Only the stack of default local contexts is used for the contents inside the complex type.

When the annotated schema item is an element or group reference, then the annotations at the reference and those of the declaration are combined as in section 10.5, and then the element reference is treated as if it were an equivalent element declaration.

Consider this example. We'll refer to the lines by number below.

1 <xs:complexType name="ty" dfdl:applies="toScope" 

                            dfdl:separator=";"

                            dfdl:terminator="$" >

2
<xs:sequence dfdl:applies="hereOnly" 

                   dfdl:separator="!"

                   dfdl:terminator="" > <!-- empty string -->
3

<xs:element "a"  type="xs:int">

3.5

4

<xs:element "b"  type="xs:int">

4.5

5

<xs:sequence dfdl:applies="toScope" terminator="*" >

6


<xs:element name="x" type="xs:string"/>

6.5

7


<xs:element name="y" type="xs:string"/>

8

</xs:sequence>

8.5

9

<xs:element "c"  type="xs:int">

9.5

10
</xs:sequence>

10.5

11 </xs:complexType>

Some data matching the above description might be:


3$!4$!line6data*;line7data**!9$

In the above, let's examine what property bindings are in the specific local context and default local context as we process each element.

	line number
	default local context
	specific local context
	discussion
	data from above example data 

	1
	((separator = ";"

terminator="$"))
	nothing
	applies="toScope" means we push a new default local context
	

	2
	((separator = ";"

terminator="$")) 
	separator="!"

terminator=""
	applies="hereOnly" so we create a specific local context. When processing the sequence itself, we will use this specific local context.
	

	3
	((separator = ";"

terminator="$"))
	nothing
	element "a" is terminated by "$" because we find terminator in the context.
	3$

	3.5
	((separator = ";"

terminator="$"))
	separator="!"

terminator=""
	we're now between elements of the sequence. This sequence has a specific local context. In that there is a separator, so we use it. In other words, we expect to see "!"
	!

	4
	((separator = ";"

terminator="$"))
	nothing
	element "b" is terminated by "$" like element "a" was.
	4$

	4.5
	((separator = ";"

terminator="$"))
	separator="!"

terminator=""
	Like line 3.5, we expect to see "!"
	!

	5
	new default local context extended with new binding

((terminator="*")

(separator = ";"

terminator="$"))
	nothing
	notice there is no specific local context. So this sequence's separator will come from the default local context. and the default terminator for elements will now be "*"
	

	6
	same

((terminator="*")

(separator = ";"

terminator="$"))
	nothing
	after element "x" we expect its terminator which is "*". This is found in the default local context as the specific local context is empty as we process the element. 
	line6data*

	6.5
	same

((terminator="*")

(separator = ";"

terminator="$"))
	nothing
	After the element we expect this sub-sequence's separator which is ";" coming from the default local context.
	;

	7
	same

((terminator="*")

(separator = ";"

terminator="$"))
	nothing
	similarly for element "y" we expect its terminator from the default local context, and then the sequence separator from the sequence's specific local context.
	line7data*

	8
	same

((terminator="*")

(separator = ";"

terminator="$"))
	nothing
	(TBD: check this)

the terminator "*" is in scope for this sequence, so we'll get an additional "*" for termination of the sequence
	*

	8.5
	pop stack back to

((separator = ";"

terminator="$"))
	separator="!"

terminator=""
	after this sub-sequence we get the separator for the enclosing sequence, which is "!" since at line 2 which is the beginning of the sequence we had a specific local context.
	!

	9
	same

((separator = ";"

terminator="$"))
	nothing
	element "c" is followed by its terminator "$"
	9$

	9.5
	same

((separator = ";"

terminator="$"))
	separator="!"

terminator=""
	no separator since we're at the end of the sequence, 
	

	10
	same

((separator = ";"

terminator="$"))
	separator="!"

terminator=""
	(TBD check this!)

terminators is empty string in the specific local context so we don't get another "$" here at the termination of the sequence.

Contrast this with line 8.
	

	11
	nothing
	nothing
	back to whatever context this type was being used in.
	


TBD: see TBD's in the above table. Current properties document as of 2006-06-02 says that terminator applies to sequences as well as elements; hence, we get the double terminator at line 8, one for the element and one for the sequence holding it. 

11 Basic Arrays

DFDL defines format annotations to handle input and output for a logical one dimensional array of any type. 
A DFDL Array is logically just an XML element with maxOccurs equal to the number of elements in the array. This element could be read from data in several forms. For example, the data might be a simple comma-delimited list in ASCII on one line, such as:

8.5,9.6,10.7,11.8,1.9,2.0,3.1,4.2,34.1,56.2,68.3,80.4,45.7,49.2,72.7

To read this array from comma delimited text, DFDL annotations would be added, as in:



<xs:element name="myArray" type="float" maxOccurs=”15”>
  <xs:annotation>

      <xs:appinfo>

        <dfdl:format repType=“text” 

                      encoding=“UTF-8” 

                      decimalSeparator=“.” 

                      occursSeparator=","

                      terminator="\n"/>

      

</xs:appinfo>

    
</xs:annotation>
 

</xs:element>
12 Variables

Variables provide a means for communication within a DFDL schema. A variable is defined in one place of the schema, then set somewhere within the scope of that definition, and referenced elsewhere in the scope.
12.1 Variable Definition Syntax 

A new variable is introduced using dfdl:defineVariable:

<dfdl:defineVariable name="EDIFACT_DS" type="xs:string"
                     defaultValue="," />
The name of a newly defined variable is placed into the target namespace of the schema. The defaultValue attribute is optional. If not provided then the variable has no default value. 

12.2 Variable Scoping

Variables can be defined at any annotation point of the schema except top level. They define the property or variable name over the scope implied by the position of the variable definition. 

The definition defines the scope of both the name and the value of the variable. If the variable has a default value, or has been assigned (see setVariable below), then that default value can be referenced from anywhere within the scope of the definition. 
Variable definitions may be included inside dfdl:defineFormat annotations. In this case the definitions are put into use by the 'ref' attribute of the dfdl:format (or equivalent) annotation.

Normally variable definitions are introduced at a scope covering a sequence group. This is due to the single-assignment rule for variables which is described further below.
12.3 Variable Assignment

Variables differ from properties in that variables get their values by assignment using the dfdl:setVariable annotation. For example:

<element name="ds" type="string">

   <annotation><appinfo ...>

      <dfdl:setVariable name="ibmEDI:EDIFACT_DS" value="{ $(.) }" />

   </appinfo></annotation>

</element>
In the above, the element named "ds" contains the string to be used as the ibmEDI:EDIFACT_DS delimiter at other places in the data, so the above defines the value of the ibmEDI:EDIFACT_DS variable to take on the value of this element.

The above dfdl:setVariable annotation changes the definition of ibmEDI:EDIFACT_DS as if it had been defined to have this value as its default value at its point of definition.

The name of a variable is interpreted with respect to the target namespace of the schema containing the definition. 

A variable instance obeys a single-assignment rule. This means:

· A new variable instance extends the local context when the DFDL processor encounters a dfdl:defineVariable annotation. 

· A variable instance may only be set once. A second set is a processing error and DFDL processors must detect this error.

· If a variable instance is referenced, and it has not yet been set, and it does not have a default value, then it is a processing error.

· If a variable is referenced and the default value is returned, and subsequently the variable is set, then it is a processing error.  

Note: One might like to define this in such a way that a DFDL processor can statically determine whether all the setVariable calls will occur before any references, and if references receive the default value that there can be no setVariable calls afterwards. The current definition here is too operational for this. However, given 'choice' and complex predicates guiding them, I believe this cannot be statically determined in general.

The single assignment rule implies that dfdl:setVariable must occur before any reference to the variable in schema processing order. 

The declaration of a variable must be in scope at the point of the assignment, and at the point of reference.

Variables must be set, not bound like properties. It is a schema definition error if a schema attempts to bind a variable (see Xref on Property binding). 

12.3.1 Short Form for Variable Assignment

There is a short form syntax for variable assignments which uses non-native attributes.

<xs:element name="ds" type="string" 

            dfdl:length="1"

            dfdl:setVariableName="ibmEDI:EDIFACT_DS"

            dfdl:setVariableValue="{ $(.) }" />
Notice that two annotation non-native attributes are required. One to give the name of the variable to be set, the other to give the value. This syntax can set only one variable per XSD construct. To set more than one annotation from the same construct one must use the long form annotations. 

12.4 Reference to Variables

From an expression a variable is referenced by preceding its name with a ‘$’. The name can be a QName. Variables are indistinguishable from properties at their point of reference.

It is a runtime error to reference a variable that has not been assigned, and which does not have a default value.

It is a schema definition error to reference a variable from outside the scope of its definition.
12.5 Expression Values for Properties and Variables

Properties and variables can take the following types of value (Note that types 1 – 4 are all types of XPath expression):

1. A literal value

2. An XPath location path (absolute and relative) which is used to reference another element that provides the value of the property

3. A reference to another property whose value provides the value of property

4. An XPath expression that provides the value of the property. The expression may also use XPath location paths and other properties (via the $ naming convention).

5. A regular expression whose matched content provides the value of the property.

TBD: regexp issue. It may be necessary to add a special property type to indicate whether a property contains an XPath expression or a regular expression. Alternatively a special character could be specified at the beginning of the property to indicate the type of expression.

12.6 Variable Usage Scenarios

Example scenarios for variables are:

1. The value of a markup property such as a separator or terminator is determined by a character in a service string element that occurs earlier in the document. The service string is often defined in an outer envelope message and the inner payload message, defined in another Schema, references the service string. An important point to note is that the inner payload message is not necessarily aware of the structure of the envelope message. Therefore it is difficult to use an XPath location path to reference the service string from the payload message.

2. The length of an element is determined by the value of a preceding element in the document that is not simply adjacent, but is in some prior header or envelope.

3. The number of times an element repeats is determined by the value of a preceding element in the document that is not simply adjacent, but is in some prior header or envelope.

4. A payload message that appears within an envelope message is determined by a preceding element in the document that is modelled by the envelope message. In this scenario there are 2 levels of reference required. An element wildcard in an envelope message references an earlier element in the same message. The value of this element is then used to identify the inner message (global element) that is to appear in the position of the element wildcard. The definition of the inner message will often be defined in a different Schema to that of the outer envelope message.        

The following sections show how the previous scenarios could be modelled using user-defined properties.

12.6.1 Scenario 1

Where markup values are dependent on the value of a field. For example in the EDI message standards a field is defined as a service string and characters within this field control the values used in markup. To use the variable mechanism in this scenario the service string would have to be modelled as a complex element with simple element children for each of the characters in the service string. Each of the simple element children will have a variable corresponding to it. The name of the variable will depend on the meaning of the character. For instance EDI would use values such as "EDIFACT_DS", "EDIFACT_CS" etc… These variables' values will be used in markup properties such as separators and terminators. These markup properties could contain one or more of these variable values. Therefore the markup properties will use the variable values directly via an XPath expression. For example this could be a format annotation:

dfdl:separator="{ concat($EDIFACT_DS, $EDIFACT_CS) }". 

During a parse when the service string element is encountered the values are stored in the corresponding variable by assignment. An example is shown below of how this mechanism would work. (The sections relevant to this scenario are in bold):


File Envelope.xsd

<xsd:schema ...
  ibmEDI:ns="...some URI.." >

   <xsd:include schemaLocation="Payload.xsd"/>

<xsd:element name="envelope">

  <xsd:annotation><xsd:appinfo>

    <dfdl:defineVariable name="EDIFACT_DS" type="xsd:string"/>

    <dfdl:defineVariable name="EDIFACT_CS" type="xsd:string"/>

  </xsd:appinfo></xsd:annotation>
  <xsd:complexType>

    <xsd:sequence>

      <xsd:element name="serviceString">

        <xsd:complexType>

         <xsd:sequence>

           <xsd:element name="ds" type="xsd:string" dfdl:length="1">

             <xsd:annotation><xsd:appinfo source="http://dataformat.org/">

               <dfdl:setVariable name="ibmEDI:EDIFACT_DS" value="{ $(.) }"/>

             </xsd:appinfo></xsd:annotation>

           </xsd:element>

           <xsd:element name="cs" type="xsd:string" dfdl:length="1" >

             <xsd:annotation><xsd:appinfo source="http://dataformat.org/">

               <dfdl:setVariable name="ibmEDI:EDIFACT_CS" value="{ $(.) }"/>

             </xsd:appinfo></xsd:annotation>

           </xsd:element>

         </xsd:sequence>

       </xsd:complexType>

     </xsd:element> <!-- end serviceString -->

     <!-- arbitrary other elements here -->

     <xsd:element name="textBlock">

       <xsd:complexType>

         <xsd:sequence maxOccurs="unbounded">

           <xsd:element ref="mess1"/> <!-- reference to payload -->

         </xsd:sequence>

       </xsd:complexType>

     </xsd:element>

      ......

    </xsd:sequence>

  </xsd:complexType>

</xsd:element>

</xsd:schema>

File Payload.xsd

<xsd:schema 

     targetNamespace="...some URI..."

     ibmEDI:ns="...some URI..." > 

  ...>

<xsd:element name="mess1" dfdl:terminator="{ $ibmEDI:EDIFACT_CS }" >

  <xsd:complexType>

    <xsd:sequence dfdl:separator="{ $ibmEDI:EDIFACT_DS }" 

                  dfdl:separatorType="infix">

      .....    

    </xsd:sequence>

       .......

  </xsd:complexType>

</xsd:element>

</xsd:schema>
12.6.2 Scenario 2

Where the length of an element is determined by the value of another element. In the case below the length field is immediately preceding, so this kind of stored length is is easily expressed directly in DFDL without need of variables; however, let's examine how this might be done by using a variable named "lengthVar" into the mix: 

<xsd:element name="outerElem">

  <xsd:annotation><xsd:appinfo>

    <dfdl:defineVariable name="lengthVar" type="xsd:int"/>

  </xsd:appinfo></xsd:annotation>
  <xsd:complexType>

    <xsd:sequence>

      <xsd:element name="length" type="xsd:int">

         <xsd:annotation><xsd:appinfo>

           <dfdl:setVariable name="lengthVar" value=="{ $(.) }"/>

         </xsd:appinfo></xsd:annotation>

      </xsd:element>

     <!-- any other elements here -->

      <xsd:element name="varString" type="xsd:string" 

                   dfdl:length="{ $ibm:lengthVar }" />

    </xsd:sequence>

  </xsd:complexType>

</xsd:element>

12.6.3 Scenario 3

Where the number of occurrences of an element is determined by the value of another element. This is similar to the length reference scenario above. For instance the element whose value is to be used as a repeat count will be used to define a variable in the current target namespace named "COUNT". The element whose repeat count is determined by the first value will have the "occursPath" DFDL property set to value "$COUNT". This example is shown below. Note that we use the short-form syntax to set the variable value.

<xsd:element name="outerElem">

  <xsd:complexType>

    <xsd:sequence>

      <xsd:annotation><xsd:appinfo>

        <dfdl:defineVariable name="COUNT" type="xsd:int"/>

      </xsd:appinfo></xsd:annotation>

      <xsd:element name="count" type="xsd:int" 

                   dfdl:setVariableName="COUNT" 

                   dfdl:setVariableValue=="{ $(.) }"/>

      <!-- any other elements can be here -->

      <xsd:element name="repString" type="xsd:string" 

                   minOccurs="0" maxOccurs="unbounded" 

                   dfdl:occursPath="{ $COUNT }" 

                   dfdl:occursPathUnits="items" />

    </xsd:sequence>

  </xsd:complexType>

</xsd:element>

12.6.4 Scenario 4

Where an inner payload message is embedded within an envelope message. This is common in industry standard formats such as SWIFT and EDI. In these scenarios there is an element in the envelope message whose value identifies the payload message. So for instance we can use a variable named "ibm:MSG_ID". The place where the payload message will appear in the envelope message will be defined by a wildcard element. The wildcard will specify a namespace and global elements in that namespace are the candidates for resolution. Each such global element will carry a dfdl:assert with discriminator="true", and a test for the corresponding message type via the variable. The actual message payload schemas can still be in separate schemas that don't know about the discrimination protocol by using type definitions for them and putting these type definitions in different schemas which are included.

<include .... message1Type definition .../>

<include .... message2Type definition .../>

<element name=”envelope”>


<complexType>


   <sequence>

         <annotation><appinfo source=”http://dataformat.org/”>

            <dfdl:defineVariable name=”MSG_ID” type=”string”/>

         </appinfo></annotation>



.......

          <element name=”metaData”>

             <complexType>

                <sequence>

                   <element name=”messageType” type=”string”

                                dfdl:setVariableName=”MSG_ID”

                                dfdl:setVariableValue="{ $(.) }"/>

                   ......



      </sequence>



   </complexType>



</element>



.......



<element name=”textBlock”>



   <complexType>

                <sequence>




  <any processContent=”strict” 

                            maxOccurs="1" minoccurs="1"

                            dfdl:modelled=”true”/>



      </sequence>



   </complexType>



</element>


   </sequence>

   </complexType>

</element>

<!-- 

     'trampoline' element discriminates then indirects to the type

     which actually contains the payload format definition.

     These trampolines can be in the same schema file as the envelope, or

     separate ones that are created for each payload.

-->

<element name=”mess1” type="mess1Type">

   <annotation>

      <appinfo source=”http://dataformat.org/”>

         <dfdl:assert test=”$ibm:MSG_ID == ‘id1’"

                      discriminator=”true” 

                      timing=”before”>Message not id1</dfdl:assert>
      </appinfo>

   </annotation>

</element>

<element name=”mess2” type="mess2Type">

   <annotation>

      <appinfo source=”http://dataformat.org/”>

         <dfdl:assert test=”$ibm:MSG_ID == ‘id2’"

                      discriminator=”true” 

                      timing=”before”>Message not id2</dfdl:assert>
      </appinfo>

   </annotation>

</element>

13 Layering

See also Section 36 Appendix: Rationale for Layering and Data Source Indirection Features.
13.1 Value Calculation, Representation Calculation

TBD: 
13.2 Hidden Elements, also Known as Hidden Layers
The following requirements motivate the need for hidden layers:

· formats where metadata is stored and must be referenced by the DFDL (e.g. prefix length string)

· DFDL round tripping - storing values that were read on input so that the format can be recreated for output.

· Simplifying complex format descriptions – there are situations where it becomes easier to split the format into ... TBD
13.3 Syntax for Hidden Elements

We can remove an element from the visible output of the document by simply placing an annotation around it:

<xs:element name="root">

  <xs:complexType>

    <xs:sequence>

      <xs:annotation><xs:appinfo source=http://dataformat.org/" />

        <dfdl:hidden>
          <xs:element name="repeats" type="xs:integer"/>

        </dfdl:hidden>

      </xs:appinfo></xs:annotation>

      <xs:element name="testElement" type="xs:integer " 

                  minOccurs="0" maxOccurs="unbounded" 

                  dfdl:repeatCount="../repeats"/>

  </xs:complexType>

</xs:element>
Note that we can refer to the element from inside a DDL annotation using the same DPath expression that we would have if it were not hidden.

We can also place the value of the hidden element into the context, just as we would be able to if it were not hidden. This is shown below:


<xs:element name="root
">



<xs:complexType>




<xs:sequence>
 



<xs:annotation>




<xs:appinfo source=”http://dataformat.org”\>
    

    
<dfdl:hidden>




  


<xs:element name="repeats" type="xs:integer" dfdl:setContext=”COUNT”/>






  
</dfld:hidden>





</xs:appinfo>





</xs:annotation >





<xs:element name="testElement" type="xs:integer " minOccurs=”0” maxOccurs=”unbounded” 

                
 dfdl:repeatCount=”$COUNT”>



</xs:complexType>


</xs:element>
Hidden elements can (typically will) contain the regular DFDL annotations they are populated using the same rules as regular elements.

Hidden elements CAN ONLY appear in the document in places where the element would be legal if it appeared outside the annotation. This ensures that all XPath references to hidden elements are well defined.

Hidden elements MAY appear within hidden elements.

13.4 TBD: Read-modify-write and hidden elements

One of the stated goals of DFDL is to support a complete read-modify-write cycle. That is a document is read in a defined format to an XML data model, it can be modified and then rewritten using the same (or different?) format description.

There are many examples where it is not possible to support the write side of this cycle (e.g. PGP signed text). However, the aim is to make it possible in cases where the user writing the description and the user writing the conversions are able to go the full 9 yards and describe the reading and writing aspects of a format.

One of the problems with re-writing data is that some of the information associated with the format can be completely lost in the logical model. For example comments or choice guards with multiple possible alternatives on the same branch. In such cases storing the hidden elements in a separate output can provide a way to retain that information for reuse when writing out the data.
TBD: revisit. Do we need to say any more here?

14 External Control of the DFDL Processor
TBD: See mention of rootElement in Context section. 
A DFDL Schema can contain more than one format definition. For example, both a binary and a text format definition can be provided so that the same logical data can be described both ways within the same DFDL schema. 

To allow one to associate a format definition with a top-level element declaration at run time DFDL allows the top-level element declarations to omit a dfdl:format annotation. DFDL processors can provide means to specify:

1. the data to be processed

2. the DFDL schema to be used

3. the top-level global element declaration to be used (specifying both name of element and namespace of that name)

4. when that top-level element does not have a dfdl:format annotation, the format name (and namespace) of a format definition to be used.

The behavior of the DFDL processor must then be as if the top-level element declaration were written having a dfdl:format annotation on it containing:

<dfdl:format ref="formatName"/>

where the 'formatName' is the specified format from point 4 above.
Notice also that like any XML Schema a DFDL schema can have multiple top-level element declarations, so point 3 above is necessary to indicate which of these top-level element declarations is to be the starting point for processing data. The information in point 3 above may be omitted if the DFDL schema contains only one top-level element declaration. 

The mechanism by which a DFDL processor is controlled to specify points 1 through 4 above is not specified by this standard.  For example, command line DFDL processors may use command line options, but DFDL processors embedded in other kinds of software systems may need other mechanisms. 
15 Properties and Conversions

15.1 Conversions

We define the semantics of DFDL in terms of a concept of data conversions.
The term Conversion refers to a operation over typed data that converts it from one format to another. Frequently conversions involve changes in the type of the data. For example, converting from bytes to floats is a conversion. Note that also that the operation described by a DFDL document that converts data from its underlying form into the DFDL data model is also a conversion. The definition of a conversion provides the following information:

· A name (e.g. bytesToInt)

· An input type (e.g. byte)

· An output type (e.g. int)

· A guard expression – the conversion may be chosen by the parser iff and only if this evaluates to true. (TBD: Note: call outs to black-box functions should be possible). The guard CAN ONLY refer to data independent elements in the context. This is to ensure that any search required to calculate which conversions apply at any point in the document can be done once in advance of any data being processed i.e. these choices can be handled at “compile” time.
· A list of the named properties that the conversion will use in the context.

15.2 Data streams

Let us consider using a DFDL processor for data parsing. In DFDL all data inputs are considered to come from objects called streams. A stream consists of a sequence of data elements and a cursor which stores the position of the parser in consuming that stream.
All the elements of a stream must be of a single type. If all elements of a stream are of type X then the stream is said to be of type X.
15.3 Registered conversions

The context logically holds a list of registered conversions:

<context>


<dfdl:conversions>



<parseText input=”xs:string” output=”xs:string” guard=“$parseText=’on’”/>



<bytesToInt input=”xs:byte” output=”xs:int” guard=“$repType=’binary’”/>



<bytesToString input=”xs:byte” output=”xs:string” guard=“$repType=’binary’”/>


</dfdl:conversions>

</context>

15.4 How are conversions chosen?
In this section we look at how the parser normally selects a conversion. Note that the algorithm given is intended to describe the logical behaviour of the DFDL parser. A real implementation is at liberty to choose any implementation that is consistent with these semantics.

The DFDL parser traverses the DFDL Schema visiting schema nodes in order (as described elsewhere) at each element that it visits it attempts to find a conversion with which to populate it according to the algorithm below.

If the node being populated is an element of complex type and no conversion direct to that type can be found, the parser will add an empty node and move on to attempt to populate its children.

If the node being populated is of simple type and no conversion can be found the parse has failed.

15.5 Conversion search algorithm

Many algorithms could be applied to this search problem and depending on the number of conversions registered the search could be lengthy. Although in most simple cases the search should be trivial. This section describes the initial search that a parser MUST undertake before either giving up or doing anything more complex.

When searching for a conversion the parser will (logically) examine all the registered conversions in the order they appear in the “conversions” element in the context. It will select the first element that can output its target type and for which the guard XPath is satisfied. If the conversion will accept the current source stream type it is applied and the search ends.

If the chosen conversion will not accept the current source stream type then the input type it requires is made the new target type and the parser begins the search from the top.

In this way the parser builds up a sequence of conversions (byte to String followed by String- to Integer) that match end to end like dominoes. 


[image: image2.emf] 
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The parser MAY NOT apply the same conversion twice in the same sequence of conversions (i.e. the search may not loop).

If the parser build a sequence of conversions longer than $MAX_CONVERSION_LENGTH (a settable parameter in the context) then the parser MUST fail.

15.6 Null conversion

The null conversion is a simple standard conversion that leaves the input type unmodified. It is always present as the last
 registered conversion.
15.7 Conversion Packages

Typically conversions are used in groups. For convenience, definitions can be grouped together in a surrounding dfdl:defineFormat, and used as a bundle that registers the whole group and sets up appropriate default values. A collection of conversion definitions and registrations that are packaged together in this way will be termed a conversion package.

TBD: example of a dfdl:defineFormat with a bunch of conversion definitions and registrations inside it, name is "smallBinary".
To use this package we would have to (obviously) include the schema containing the format defintion for the package and then (where relevant) use the format.
By placing packages of conversions into reusable named format definitions we provide a useful mechanism for controlling which conversions are at the top of the conversion list in a local context.

If a section of a DFDL schema was represented in binary we could simply apply:

<dfdl:format ref=”smallBinary”>

At the start of the section and these conversions would be preferentially picked up through the scope of the modification to the context.

TBD: We have discussed in DFDL a property called repType which can take the value of “text” or binary this property in this formulation would be used on guards to determine which conversions would be chosen. However and alternative way to provide this functionality would be to have the user choose the appropriate bundle of conversions at the top of the document i.e. include the “text” conversions or the “binary” conversions.

15.8 Example

In this section we work through a small example to show how the conversion selection algorithm works. Consider the following fragment of XML:
<xs:complexType name=”exampleType”>
   
<xs:annotation>

      

<xs:appinfo>

      


<dfdl:dataFormat repType=“text” 

            


charset=“UTF-8” 

            


decimalSeparator=“.”>

            

<dfdl:separator>,</dfdl:separator>

      


</dfdl:dataFormat>

      

</xs:appinfo>

    
</xs:annotation>

    
<xs:sequence>


  
<xs:element name="w" type="int"/>


 
<xs:element name="x" type="int"/>


  
<xs:element name="y" type="double"/>


  
<xs:element name="z" type="float"/>


</xs:sequence>
</xs:complexType>
<xs:element name="exampleElement" type=”exampleType”>
Let us suppose that the following conversions have been registered in the context:

<context>


<dfdl:conversions>

          <byteToInt input=”xs:byte” output=”xs:int” guard=”$repType=’binary’” />



<charactersToTokens input=”xs:string” output=”xs:string” guard=”$repType=’text’” />



<bytesToCharacters input=”xs:byte” output=”xs:string” guard=”$repType=’text’” />



<stringToInt input=”xs:string” output=”xs:int” guard=”$repType=’text’” />

<stringToDouble input=”xs:string” output=”xs:double” guard=”$repType=’text’” />

<stringToFloat input=”xs:string” output=”xs:float” guard=”$repType=’text’” />

<null  input=”xs:any” output=”xs:any” guard=”true’” />


</dfdl:conversions>

</context>

The logical DFDL parser parses the XML document and reaches this element (exampleElement). The first thing it will do is to look at the type of example1, which in this case is defined to be the complex type exampleType and it checks to see if there are any conversions registered which can produce one of these types. 

There is only one conversion registered that can produce this type: the null conversion. So the parser tries to apply the null conversion. The null conversion requires an input of type exampleType so the parser goes back to the list to look for a conversion that will produce an exampleType. The parser is not allowed to use the null conversion a second time so it fails.

The parser failed to find a conversion that produced the element in one go. So, it adds the element to the output model and attempts to populate its children.

It enters the complex type exampleType and sees an annotation with property values. A new layer is added to the context stack and the values are added to this layer. The current context now looks something like this:

<context>

 
<dfdl:repType>text</ dfdl:reptype/> 
<dfdl:charset>UTF-8</ dfdl:charset> 

<dfdl:decimalSeparator>.</ dfdl:decimalSeparator>
  
<dfdl:separator>,</dfdl:separator>
    <…. other values defined earlier in the schema…>

    <dfdl:conversions>…as shown above…<>

</context>

The parser moves on down the document and visits the first child element, w which is of type “xs:int”. The parser looks through its registered conversions, starting at the top, looking for a conversion which supplies a value of type xs:int. It sees:

<byteToInt input=”xs:byte” output=”xs:int” guard=”$repType=’binary’” />

But the test evaluates to false (since repType has been set to “text” in the current context). So the parser does not select this.

The parser moves on and finds:


<stringToInt input=”xs:string” output=”xs:int” guard=”$repType=’text’” />

The test evaluates to true, so this conversion is chosen. The parser looks at the input type. The type is a string, but it is holding the default input stream which is composed of xs:byte. So the parser goes back to the list of registered conversions and looks down the list for a conversion that produces strings. The first one it finds is:

<charactersToTokens input=”xs:string” output=”xs:string” guard=”$repType=’text’” />

The guard evaluates to true, so this conversion is chosen. The parser checks the input type for the conversion. It needs a “string”, the parser is still holding a byte stream so it goes back to the registered conversions and looks down the list from the top.

The first conversion found is charactersToTokens, but that is already being applied in this case and we cannot use it twice, so the parser moves on. The next conversion it finds that produces strings is:

<bytesToCharacters input=”xs:byte” output=”xs:string” guard=”$repType=’text’” />

The test evaluates to true, so this conversion is chosen. This conversion takes xs:byte as input which is what the parser has to offer and so we have finished. The final set of conversions applied is:

   dataStream -> bytesToCharacters -> charactersToTokens -> stringToInt

The parser assembles this stack of conversions and then asks stringToInt for an integer. StringToInt calls characterToTokens for a string characterToTokens asks bytesToCharacters for a series of single character strings (until it finds a separator) and characterToTokens, in turn, calls bytesToCharacters to supply the characters. Finally bytesToCharacters pulls the requisite number of bytes from the underlying data stream.

The parser adds the resulting integer element as a child of “exampleElement” and moves on to the next value.

If the parser fails to find a sequence of primitive conversions that can populate a simple type then the parsing fails. Note that the parser may need to backtrack and explore alternative sequences of conversions before it can find one that will carry out the required conversion. The context contains controls on this search to ensure that it can be curtailed at a maximum depth or number of nodes visited. 
15.9 Completeness and Default-values for Representation Properties

It is a schema definition error when a DFDL schema does not contain a definition for a representation property that is needed to interpret the data. For example, a DFDL schema containing any textual data must provide a definition of the character set 'encoding' property for that textual data, and if it is not part of the format properties context for that data, then the DFDL schema is not well defined.
Furthermore, no default values are provided for representation properties as built-in definitions by any DFDL processor. This requires DFDL schemas to be explicit about the representation properties of the data they describe, and avoids any possibility of DFDL schemas that are meaningful for some DFDL processors but not others.

For convenience, a standard set of named DFDL format definitions are provided with all DFDL processors. These built-in format definitions are to be imported by DFDL schema authors. The namespace URIs which identify these standard format definitions contain version identification so that future versions of this standard can provide updates to these definitions which define more properties. These built-in format definitions are complete in that they provide a consistent definition for all representation properties. Their intended use is as a base for extension. By extending from one of these provided definitions a DFDL schema author can be assured that there are no properties for which there is no definition provided.

The built-in format definitions are specified in Section 21 Built-in Specifications.
16 Core Properties Detail

This section lists and specifies the core set of DFDL v1.0 properties that may be used in DFDL annotations in DFDL Schema to describe non-XML data formats.

The core set of properties is supplemented by additional sets of properties described in separate specification documents. For example, there is a supplement "Advanced Decimal Format Properties" which describes properties for expressing zoned, packed, and BCD formats.
The properties are divided into two broad categories:

1. Properties that describe physical representation of data. 

2. Properties that are independent of physical representation.
Note that property default values are not specified, because in DFDL there is no concept of DFDL-defined defaults. Instead the user must supply a value for all properties that will be used by the DFDL system, typically by use of a dfdl:defineFormat annotation. For this to be usable in practice, the DFDL standard provides several DFDL Schemas that define such dfdl:defineFormat annotations, suitable for business, scientific and casual use. (see Section 21 Built-in Specifications )
Where properties are specific to a physical representation, the property name may choose to reflect this. Where properties are related to a specific logical type ‘group’ (defined below), the property name may choose to reflect this.

TBD: Need some words to cover use of DPATH expressions as property values, including the case where the result must evaluate to a Boolean.
16.1 Properties that describe physical representation

The repType property identifies the physical representation of the element. The DFDL logical types are grouped to illustrate which physical representations apply to each logical type. The allowable physical representations for each logical type grouping are also shown, where the logical type groupings are defined as:

Number: xs:double, xs:float, xs:decimal (and restrictions: xs:int, etc)
String: xs:string 
Calendar: xs:dateTime, xs:date, xs:time, xs:duration

Binary: xs:hexBinary, xs:base64Binary

Boolean: xs:Boolean

Opaque: xs:anySimpleType

	Property Name
	Description

	repType
	String

Valid values are dependent on logical type, and can be extended by supplemental specifications.. 
Number: ‘text, ‘binaryInteger’, ‘binaryFloat’
String: ‘text, ‘xml’ 

Calendar: ‘text, ‘binaryInteger’
Binary:  ‘text’, ‘binaryStream’ 

Boolean: ‘text, ‘binaryInteger’

Opaque: ‘text’, ‘binaryStream’

Annotation: dfdl:element (all simple types)


16.1.1 Properties common to many physical representations
	Property Name
	Description

	byteOrder
	Enum

Valid values ‘bigEndian’, ‘littleEndian’.  
Note that there is, intentionally, no such thing as 'native' endian
.
This also applies to character data for fixed-width multi-byte character sets when the encoding is not specific. E.g., UTF-16 and UTF-32.
Annotation: dfdl:element (all simple types) 

	encoding
	Enum.

Values are IANA charsets or CCSID

s

Note that there is, deliberately, no concept of 'native' encoding
.
Conforming DFDL v1.0 processors must accept at least 'utf-8'', 'utf-16BE', 'utf-16LE', 'ascii', and 'iso-8859-1' 
as encoding names.
Annotation: dfdl:element, (all simple types)

	bomRequired

	Enum

Valid values ‘always’, ‘never’, ‘onInput’, ‘onOutput’

Policy for handling byte order mark when encoding is Unicode

Annotation: dfdl:element (all simple types)

	lengthKind
	Enum

Controls how the associated length, lengthUnits, justification and paddingCharacter properties are interpreted.

Valid values are ‘fixed’, ‘schemaFacet’, ‘xpath’
, ‘regularExpression’, ‘prefixed’, ‘nullTerminated’, ‘delimited’, ‘endOfData’. 
If ‘schemaFacet’ then any xsd:length or xsd:maxLength facet is used.

If ‘nullTerminated’ then any terminator is ignored as this is just a convenience for terminator="\#x00;". (TBD: hex literal syntax)
[Includes OMG/CAM properties]

TBD: explain all other enums here.

Annotation: dfdl:element (all simple types)

	length
	String.  

Only used when lengthKind is ‘fixed’, ‘xpath’ 
or ‘regularExpression’. 
Specifies the length of this element using either a fixed number, an expression to refer to an element earlier in the data, or a regular expression.

Annotation: dfdl:element (all simple types)

	lengthUnits
	Enum

Valid values ‘bytes’, ‘characters’, ‘fullUnicodeCharacters’, ‘bits’, ‘digits’

Specifies the units to be used whenever an actual length is being used to extract or write data. Applicable when lengthKind is ‘fixed’, ‘xpath’
, ‘prefixed’, ‘prefixed2’
. 

‘fullUnicodeCharacters’ is needed with UTF-16 to indicate that surrogate pairs count as one fullUnicodeCharacter, that is one length unit, not two. (See Section 29 Appendix: About UTF-16 and Unicode Character Codes above 0xFFFF)
Not all enum values are applicable to all physical types.

[Subsumes OMG/CAM property attributeInBit]

TBD: define all enum values, e.g., prefixed1? prefixed2?

Annotation: dfdl:element (all simple types)

	storedLengthIncludesSelf
	Boolean

Whether the length given by an expression or a prefix includes the size of the data that specified the length.

Annotation: dfdl:element (all simple types)

	lengthOfPrefix
	Integer

Length of prefix in bytes. Used for prefixed lengths only.

TBD: valid values are? 1, 2, 4, 8 ?

[OMG/CAM property prefixLength]

Annotation: dfdl:element (all simple types)

	offset
	Integer
Offset from the element identified by the offsetFrom property. 
[OMG/CAM property offset]

Annotation: dfdl:element 

	offsetFrom
	Expression
Specifies an expression which gives the path to the element from which the offset is measured. Only certain elements 
may be used to base offsets.
Annotation: dfdl:element


16.1.2 Properties specific to physical representation ‘text’

	Property Name
	Description

	textCharacterSize
	Integer

Sometimes the character size can not be deduced from the encoding alone. For example, the memory image from a C program where the characters are ascii encoding, but the C data type being used is wchar, which uses 2 bytes for each.
[OMG/CAM property characterSize]

Annotation: dfdl:element (all simple types) 

	textDBCSOnly
	Boolean.

Sometimes a text item will always occupy double bytes even when the encoding implies mixed bytes. 

[OMG/CAM property DBCSOnly]

Annotation: dfdl:element (all simple types) 

	textPadCharacter
	String.

The padding character used as the default for justification of text elements.. 

May be character or hex or Unicode.

In variable width character sets, this character must be a minimum-width character.
[OMG/CAM property paddingCharacter]
Annotation: dfdl:element (simple type ‘string’)

	textTrimKind
	Enum

Valid values ‘none’, ‘padChar’, ‘leadingWhitespace’, ‘trailingWhitespace’, ‘bothWhitespace’

Indicates whether to trim data on input. 

Normally only white space may be trimmed in this manner, but if lengthKind is ‘fixed’ then the padding character can be trimmed instead, as controlled by textStringJustification. 

Annotation: dfdl:element (simple type ‘string’)


16.1.2.1 Properties Specific to ‘text’ String Logical Types Only

	Property Name
	Description

	textStringJustification

	Enum

Valid values ‘left’, ‘right”, ‘none’

Controls what happens on output when the actual length of a text string is different from the specified length.

If ‘none’ the string is expected to match the length.

Otherwise:

- If lengthKind is ‘fixed’: If shorter than the specified length it is padded with the pad character. If longer than the specified length it is truncated. 

- If lengthKind is ‘lengthPrefixed’: If the string is longer than any specified maximum length it is truncated.

 [OMG/CAM property justification]

Annotation: dfdl:element (simple type ‘string’)


16.1.2.2 Properties specific to ‘text’ number logical types only

	Property Name
	Description

	textNumberJustification

	Enum

Valid values ‘left’, ‘right”, ‘none’

Controls what happens on output when the actual length of a text number is different from the specified length.

Behaviour as for textStringJustification.

Annotation: dfdl:element (simple type ‘number’)

	textNumberScheme
	Qname

Indicates that text numbers are described by a kind of a pattern string called a number scheme. These are named parts of a format definition.
An anonymous number scheme can also be specified as a child element of the annotation element. 
See Section 17.1.8 Number Scheme properties. 
Annotation: dfdl:element (simple type ‘number’)


16.1.2.3 Properties specific to ‘text’ boolean logical types only

	Property Name
	Description

	textBooleanTrueRep
	String

Representation value to be used for ‘true’ 

Annotation: dfdl:element (simple type ‘boolean’)

	textBooleanFalseRep
	String

Representation value to be used for ‘false’ 

Annotation: dfdl:element (simple type ‘boolean’)



16.1.3 Properties specific to physical representation ‘binaryInteger’

Binary integers are considered to be a binary representation.
	Property Name
	Description

	integerSigned
	Boolean.

Indicates that the data is signed. 
Note: This is independent of the logical type itself which may or may not be sign-capable. 
Eg, an xsd:int can have as its physical representation an unsigned binary integer.

Eg, an xsd:unsignedInt can have as its representation a signed binary integer (this is equivalent to asserting that there will not be any negative values). 

[OMG/CAM property signed]

Annotation: dfdl:element (simple type ‘number’, ‘boolean’, ‘calendar’)

	integerSignRep
	Enum

This property is used only if integerSigned is true.

Valid values are ‘twosComplement’, ‘onesComplement’, ‘signMagnitude’, ‘unsignedBinary’, and ‘unsignedDecimal’

[OMG/CAM Property signCoding]

Annotation: dfdl:element (simple type ‘number’, ‘boolean’, ‘calendar’)

	integerBooleanTrueRep
	Integer

Representation value to be used for ‘true’ 

Annotation: dfdl:element (simple type ‘boolean’)

	integerBooleanFalseRep
	Integer

Representation value  to be used for ‘false’ 

Annotation: dfdl:element (simple type ‘boolean’)


16.1.4 Properties specific to physical representation ‘binaryFloat’

Floats are considered to be a binary representation.
	Property Name
	Description

	floatType
	Enum

This specifies the encoding method for the float.  
Valid values are ‘unspecified’
, ‘ieeeExtendedIntel’, ‘ieeeExtendedAIX’, ‘ieeeExtendedOS390’, ‘ieeeExtendedAS400’, ‘ieeeNonExtended’, ‘ibm390Hex’, ‘ibm400Hex’

[OMG/CAM property floatType]
Annotation: dfdl:element (simple type ‘number’)


16.1.5 Properties specific to physical representation ‘binaryStream’

	Property Name
	Description

	binaryType
	Enum

This specifies the encoding method for the binary.  
Valid values are ‘unspecified’, ‘hexBinary’, ‘base64Binary’, ‘uuencoded’

Annotation: dfdl:element (simple type ‘binary’, ‘opaque’)


16.1.6 Properties specific to physical representation ‘xml’

XML is considered to be a special variety of text representation.

TBD: Properties to be identified.

16.1.7 Number Scheme properties

A number scheme defines the properties that together describe how a number is to be interpreted. It contains a formatting pattern property plus properties that qualify the pattern.

It can be used when a number has a repType of ‘text’.

The scheme described below is derived from the ICU DecimalFormat class described here: http://icu.sourceforge.net/apiref/icu4c/classDecimalFormat.html#_details
We omit the padding, percentage and currency options. Padding is a function of length and percentage/currency symbols are typically modeled separately
.

Extensions are number base, allowing blank to be treated as zero, strict versus lenient checking, and allowing a virtual decimal point.

If the pattern uses digits/fractions then these must match any XML Schema facets. If not it is a schema definition error.
	Property Name
	Description

	numberPattern
	String. 

Defines the ICU pattern that describes the format of the text number. The pattern defines where grouping separators, decimal separators, exponents, positive signs and negative signs appear. It permits definition by either digits/fractions or significant digits. Allows rounding.

The pattern comes in two parts separated by a semi-colon. The first is mandatory and applies to positive numbers, the second is optional and applies to negative numbers.

Examples. The first shows digits/fractions and positive/negative signs, the second shows exponent, the third shows significant digits.

+###,##0.00;(###,##0.00)

##0.##E0
#,#@#
The actual grouping separator, decimal separator and exponent characters are defined independently of the pattern.

The actual positive sign and negative sign are defined within the pattern itself.

Can be XPATH expression or literal as specified by decorated syntax.

Annotation: dfdl:numberScheme

	numberGroupingSeparator
	String. 

Defines the actual character that will appear in the data as the grouping separator. 

Can be empty string indicating no grouping separator.

Can be XPATH expression or literal as specified by decorated syntax.
Annotation: dfdl:numberScheme

	numberDecimalSeparator
	String. 

Defines the actual character that will appear in the data as the decimal separator. 

Can
 be XPATH expression or literal as specified by decorated syntax.

Annotation: dfdl:numberScheme

	numberExponentCharacter
	String. 

Defines the actual character that will appear in the data as the exponent indicator. 

Can be XPATH expression or literal as specified by decorated syntax.

Annotation: dfdl:numberScheme

	numberStrictChecking
	Boolean.

Indicates how lenient to be when parsing against the pattern. 

If ‘false’ then grouping separators can be omitted, decimal separator can be either ‘.’ or ‘,’ (as long as this is unambiguous), exponent can be mixed case, leading positive sign can be omitted, and blank is treated as zero.

On output the pattern is always followed.

Annotation: dfdl:numberScheme

	numberInfinityRep
	Character

The value used to represent infinity.

Infinity is represented as a single character, typically \u221E, with the positive or negative prefixes and suffixes applied
Annotation: dfdl:numberScheme

	numberNaNRep
	Character

The value used to represent NaN.

NaN is represented as a single character, typically \uFFFD. This is the only value for which the prefixes and suffixes are not used
Annotation: dfdl:numberScheme

	numberBase
	Integer
Indicates the number base. 
Annotation: dfdl:numberScheme

	numberImpliedPlaces

	Integer

Allowed if pattern does not specify a decimal separator. Gives the number of digits from the right where a decimal point is assumed to be.

Annotation: dfdl:numberScheme

	numberRoundingMode
	Enum

Valid values ‘roundCeiling’,  ‘roundFloor’, ‘roundDown’, ‘roundUp’, ‘roundHalfEven’, ‘roundFloor’, ‘roundHalfDown’, ‘roundHalfUp 
The rounding increment is specified as part of the pattern.

Annotation: dfdl:numberScheme


16.2 Properties independent of physical representation

The use of the following properties is independent of physical representation. 
16.2.1 General properties

TBD: many of these are specialty properties for dealing with uncertainty. Move them to a special section and then eliminate redundant explanation in the detailed semantics section about these properties.
	Property Name
	Description

	regularExpression
	RegExp

Used to identify an object when parsing. Not used on output. If the data matches the regular expression, the object has been found.

The regular expression need not match the entire object.

Annotation: dfdl:element, dfdl:sequence, dfdl:choice

	unresolvableWhenParsing
	Boolean.

If ‘true’ then it is not possible for the parser to reliably identify 
the object from the DFDL model and the data. 

Only applicable when the modelled property is set to true.

When set to true indicates to the parser that the element wildcard cannot be resolved using the data and model.

When set to false indicates to the parser that the element wildcard can be resolved using the normal speculative parse algorithm.
See Section TBD on Uncertainty.

Annotation: dfdl:choice, dfdl:element (substitution group head only)

	modeled

	Boolean

If ‘true’ only modeled global elements can appear in place of this element wildcard..
When set to false indicates that the resolution of the element wildcard is self-defining. See Section TBD on Uncertainty

Annotation: dfdl:any

	useSchemaDiscriminator
	Boolean

If true then the DFDL Schema containing the element to match this wildcard is determined dynamically using a DFDL assertion. 

If false then the DFDL Schema containing the element to match this wildcard must be already part of the full schema being processed.
See Section TBD on late binding.

Annotation: dfdl:any

	inputValueCalc
	XPATH expression

An expression that performs some operation to derive the value of the current element. 
An empty string is a valid expression for a string-typed element.

An element that specifies an inputValueCalc expression has no representation in the underlying data. It simply manipulates other elements’ values to derive its own value.
Annotation: dfdl:element (all simple types)


	outputValueCalc
	XPATH expression

An expression that performs the inverse of an element’s inputValueCalc expression. 
An empty string is a valid expression for a string-typed element.
All elements that derive their value via an inputValueCalc expression will have no representation in the output. These elements need not specify an outputValueCalc. In many cases, however, the elements from which the value of the current element is derived are hidden. In these cases, the output representation will have to be calculated from the value of this or other elements using an outputValueCalc expression.
Annotation: dfdl:element (all simple types)


16.2.2 Properties for text markup
The following properties apply to all elements and groups that use text markup to initiate, terminate and/or separate elements. Text markup applies equally well to binary data, however it is called 'text' markup because it is much more comonly used for textual data formats..
	Property Name
	Description

	escapeScheme
	Indicates that this item is quoted/escaped by a named, previously defined escape scheme.

An anonymous escape scheme can be specified as a child element of the annotation element. 
See Section 17.2.7 Escape Scheme properties.

Annotation: dfdl:element, dfdl:sequence,  dfdl:choice

	initiator
	String.

Specifies a text string that marks the beginning of an element or group of elements.
Can be XPATH expression or literal as specified by decorated syntax. If literal, decorated syntax to allow hex versus text.

If set to empty string  then no initiator is expected.

Annotation: dfdl:element, dfdl:sequence, dfdl:choice

	initiatorIgnoreCase
	Boolean

Whether mixed case data is accepted when matching initiator on input.

On output always use the initiator as specified.

Annotation: dfdl:element, dfdl:sequence, dfdl:choice

	initiatorSeparator
	String.

Used with initiator. This string is found after the initiator, but before the value. 
Empty string is acceptable and means there is no initiatorSeparator.

Annotation: dfdl:element
 , dfdl:sequence, dfdl:choice, dfdl:any

	discriminatingInitiator

	Boolean

If ‘true’ the initiator is unique within the current group and can be used to identify an object. If the stream matches the initiator, the object has been found.

Annotation: dfdl:element, dfdl:sequence, dfdl:choice

	terminator
	String.
Specifies a text string that marks the end of an element or group of elements. 
Can be XPATH expression or literal as specified by decorated syntax. If literal, decorated syntax to allow hex versus text.

If set to empty string then no terminator is expected.

Annotation: dfdl:element, dfdl:sequence, dfdl:choice

	terminatorIgnoreCase
	Boolean

Whether mixed case data is accepted when matching terminator on input.

On output always use the terminator as specified.

Annotation: dfdl:element, dfdl:sequence, dfdl:choice

	separator
	String.

Specifies a text string that appears between two elements in a group. 

Can be XPATH expression or literal as specified by decorated syntax. If literal, decorated syntax to allow hex versus text.

If set to empty string then no separator is expected.

Annotation: dfdl:sequence

	separatorPolicyForMissingElements
	Enum

Valid values ‘keep’, ‘suppress’, ‘suppressAtEnd’

Specifies whether to expect a separator when an element is missing.

‘suppress’ would typically be used where elements have initiators.

‘keep’ or ‘suppressAtEnd’ would typically be used where elements do not have initiators.

Annotation: dfdl:sequence


16.2.3 Properties for aligned data
The following properties are used to define alignment rules.
	Property Name
	Description

	alignment
	Positive integer. 

Gives the alignment required 
for the beginning of the item. 
Values are usually 1, 2, 4, 8, 16 to match memory word alignment boundaries, 8096 to match page alignment boundaries. However, any positive integer power of 2 is allowed.

Annotation: dfdl:element

	fillByte
	Byte.

Used on output to fill space between two aligned elements. This includes filling empty bits when fewer than a whole byte worth of bits is needed.  In this case how the partial fillByte is aligned in the missing bits is unspecified.
Annotation: dfdl:element 

	leadingSkipCount
	Positive integer

Number of bytes to skip before alignment applied

Annotation: dfdl:element

	trailingSkipCount
	Positive integer

Number of bytes to skip before alignment applied

Annotation: dfdl:element


16.2.4 Properties for repeating data


These properties are additionally used when elements in the data are repeating, that is, the data is in the form of an array. 

Note: This set of properties will need revising to handle multi-dimensional arrays and sparse arrays.
	Property Name
	Description

	occursKind
	Enum

Valid values ‘fixed’, ‘xpath’, ‘markup’

Specifies how the actual number of occurrences is to be established. 
fixed’ means use the value of schema property maxOccurs, 
xpath’ means use the value of a named element earlier in the data, 
‘markup’ means that separators and/or initiators dictate the number.

Annotation: dfdl:element

	occursPath
	Expression
A path expression referencing another element that provides the number of occurrences.

Annotation: dfdl:element,

	occursPathUnits
	Enum

Valid values ‘bytes’, ‘bits’, ‘items’

Specifies the units to be used when interpreting the number of occurrences given by occursPath. Typically this would be ‘items’ but sometimes the space is allocated as a block in which case the number of items is the number that fit in the block. In this case the occursPath gives the size of the block, and the number of items in it depends on the size of the items. For fixed size items it is the size of the block divided by the size of the items. For variable-size items there is no formula for directly computing how many items there are. 
Annotation: dfdl:element

	occursSeparator
	String.

Specifies a text string that appears between two items in the array. 

Can be XPATH expression or literal as specified by decorated syntax. 
If set to empty string then no occurs separator is expected.

Annotation: dfdl:element


16.2.5 Properties for null and default value handling
These properties are used to control when any XML Schema ‘default’ attribute is used, and, if the XML Schema ‘nillable’ attribute is set, when and how values are interpreted as having the logical meaning ‘null’. 

	Property Name
	Description

	defaultWhenMissing
	Enum

Valid values ‘never’, ‘always’, ‘onInput’, ‘onOutput’

Controls when missing elements are defaulted on input and output.  An element may only be defaulted on input if it is optional, and on output if it is mandatory. 
The value 'onInput' means that elements missing from the input stream are substituted with their default value if specified. However if a element is missing on output the default value will not be substituted for the element in the output stream since it must be optional.

The value 'onOutput' means that a representation will be written using the default value, but no defaulting will take place on input since the item must be manditory.

Annotation: dfdl:element (all simple types)

	initiatedElementMissingWhen
	Enum

Valid values ‘absent’, ‘empty’, ‘absentOrEmpty’

Specifies when an element with an initiator is treated as missing, and therefore when default value processing can be applied.

If ‘absent’ then element is missing if the initiator is missing.

If ‘empty’ then element is missing if initiator is present but value is not.

If ‘absentOrEmpty’ then element is missing if either of the above apply.

Annotation: dfdl:element (all simple types)

	initiatedElementNull


	An enumeration

On input specifies when an initiated element with nullValueKind not set to “missing”, is treated as null

whenInitiatorAbsent
Just the null value is present, no initiator or terminator (if defined) is present.

whenInitiatorPresent
The initiator, null value and terminator (if defined) are present.  (This is the normal case) 

whenInitiatorAbsentOrPresent
If either of the above conditions apply.

On output specifies what is to be output when an initiated element is null.

whenInitiatorAbsent
Just output the null value itself with no initiator or terminator (if defined).

whenInitiatorPresent
Output the initiator, null value and terminator (if defined).

whenInitiatorAbsentOrPresent
Output the initiator, null value and terminator (if defined).


	nullValueKind
	Enum

Valid values ‘literalValue’, ‘logicalValue’, ‘literalCharacter’, ‘missing’

Specifies the nature of null processing. Only acted upon if nillable set to true

If ‘literalCharacter’ then nullValues must be any single character. On input the element value is null if all characters in the data match the nullValues character. On output if the element value is null the nullValues character is output to the required length. Only applicable to fixed length elements. Only applicable for fixed-width character sets.
If ‘literalValue’ then nullValues must be any string value that can fit in the element. On input the element value is null if the data matches nullValues literally without any conversion. On output if the element value is null nullValues is output.

If ‘logicalValue’ then nullValues must be any value that matches the simple type. On input the element value is null if the data, converted to its logical type, matches nullValues. On output if the element value is null, nullValues is converted to its physical representation and output.  

If ‘missing’ nullValues is not used. On input the element value is null if it is not present in the data. On output if the element value is null, no data is output. For elements with an initiator the initiatedElementMissingWhen property is used to determine when the element is missing. 

Annotation: dfdl:element (all simple types)

	nullValues
	String

The null value of the element. 

For ‘literalValue’ and ‘logicalValue’ several null values may be specified in 
this property. On output the first value in the list is used.

Annotation: dfdl:element (all simple types)

	nullIndicatorPath


	Expression
A path expression referencing another element that provides the logical value to compare with nullValues (nullValueKind must be ‘logicalValue’). 

On input, the element value is null if the provided value matches nullValues.
When null, If the element is fixed size then it will be skipped on input, filled with (TBD: fillbyte?) on output..

When null If the element is variable size with minimum size > 0, then a minimum size item will be skipped over, or on output filled (TBD with fillbyte?). 

When null If the element is variable size with minimum size 0, then a size zero object is expected on input, and a size 0 object will be generated on output.

If non-null then the element is parsed or output normally..

Annotation: dfdl:element (all simple types)

	nullIndicatorIndex
	Integer

The nullIndicatorIndex property is used in conjunction with the nullIndicatorPath property to reference an element that determines whether this element is null. This is done by taking the element referenced by the nullIndicatorPath as the base and using the value of the nullIndicator as a zero based 
index from the base. The units of the index will be that of the element referenced by the nullIndicatorPath property. The nullIndicatorIndex property is only applicable when the nullIndicatorPath property is non-empty.  

The output behavior is symmetric: the indicator location is calculated and its value set if the element is null or not null accordingly.
Annotation: dfdl:element (all simple types)

	useNullValueForDefault
	Boolean 

If true then nullValues is used when an element is missing on output rather than the default value.

Annotation: dfdl:element (all simple types)


16.2.6 Properties for Assertions
These properties can be used to assert truths about a DFDL model when parsing the data. They are separate from validation rules. This distinction is needed to ensure that switching validation on/off does not affect the parsing of uncertainty (specifically, choices, wildcards and optionality, where it is not certain what comes next in the data).
	Property Name
	Description

	test
	Expression

An expression that evaluates to true or false

If true then the assertion holds.

Annotation: dfdl:assert

	timing
	Enum

Valid values ‘before’, ‘after’

Indicates when to evaluate the assertion, that is, whether to evaluate the assertion before or after this item has been parsed.

Annotation: dfdl:assert

	discriminator
	Boolean

If true and the assertion holds then speculative parsing of uncertainty will stop, and the current branch taken as the resolution of the uncertainty. 

Annotation: dfdl:assert


16.2.7 Escape Scheme properties

An escape scheme defines the properties that together describe the text escaping rules in force when text markup is present in the data. There are two variants on such schemes, the use of escape character(s) to switch off interpretation of a subsequent character, or the use of opening and closing quote character(s) to switch off interpretation of a contiguous group of characters. The variants can be used together, for example, MS Excel CSV use double quotes to surround data that includes a comma, and uses another double quote to escape a double quote in the data. 

TBD: Nested quotes support needs to be added sufficient to handle single quotes nesting double quotes or double quotes nesting single quotes (as in XML - a popular scheme these days even for non-XML data formats).
	Property Name
	Description

	openQuote
	String

Specifies the characters that open the quoting.

If empty, quoting is not used. 

If not empty, closeQuote must also be not empty.

Can be a path expression or literal as specified by decorated syntax.

Annotation: dfdl:escapeScheme

	closeQuote
	String

Specifies the characters that close the quoting.

If not empty, openQuote must also be not empty.

Can be a path expression or literal as specified by decorated syntax.

Annotation: dfdl:escapeScheme

	escape
	String

Specifies the characters that escape the subsequent character.  

If empty, escape is not used. 

If quoting is in use, escape is only active within quotes. 

Can be a path expression or literal as specified by decorated syntax.

Annotation: dfdl:escapeScheme

	generateQuotes
	Enum

Valid values ‘always’, ‘whenNeeded’

When to quote on output.

If ‘whenNeeded’ the characters that cause quotes to be generated are any in-scope separator or terminator.

Annotation: dfdl:escapeScheme

	generateEscape
	Boolean

Whether to escape on output.

If quoting is in use, only the first character of openQuote and closeQuote are escaped. 

If quoting is not in use, the first character of any in-scope separator, occursSeparator or terminator character is escaped.

Annotation: dfdl:escapeScheme


17 Detailed Semantics

TBD: introduction to this section.
17.1 Clarifying Examples - Opaque and HexBinary

17.1.1 String Type

This string contains Japanese characters. "2003年08月27日"

In UTF-8 encoding, the bytes are these: 32 30 30 33 e5 b9 b4 30 38 e6 9c 88 32 37 e6 97 a5

Let us assume we have this collection of bytes in a file. The length is 11 characters.

In DFDL, we can describe this as:

<element name="d" type="string" dfdl:repType="text" 

                                dfdl:encoding="utf-8" 

                                dfdl:length="11"

                                dfdl:lengthUnitKind="characters"/>

Now, in an API suppose I had an object representing this element held in variable named 'x'. Consider:

x.substring(0, 10); // substring starting at position 0 for 10 chars

It's pretty clear that this should return a 10 character string containing "2003年08月27", which is missing the final character of the string. The API on strings would support only access to the data as strings and characters.

I would suggest this API could also support:

int charCode = x.characterAt(4); // base 0 indexing

which would return the character code value 0x5e74 , which is the Unicode codepoint for the 4th (base 0) character which is the "年"  or 'year' character.

17.1.2 HexBinary Type

Suppose we wanted to model this same data logically as a hexBinary 'blob'.

  <element name="d" type="hexBinary" dfdl:repType="text" 

dfdl:encoding="utf-8" 

dfdl:length="11" 

dfdl:lengthUnitKind="characters"/>

Now, in an API suppose I had an object representing this element held in variable named 'x'. 

x.substring(0, 10); // substring starting at position 0 for 10 chars.

This should return "32303033e5 ", that is, the first ten hex digits. This is consistent with the type being hexBinary, and not string. 

This API could also support:

x.byteAt(4)

which would return the value 0xE5, or 229, which is the contents of the 4th (base 0 indexed) byte viewing the data not as hex encoding character string data, but as a binary array of bytes.

17.1.3 Opaque

Suppose we have the same data file, but wish to model it in DFDL via a wildcard.

<element name="d">

    <complexType>

      <sequence>

      <any dfdl:repType="text" dfdl:encoding="utf-8" 

dfdl:length="11" 

dfdl:lengthUnitKind="characters"/>

    </sequence>

  </complexType>

</element>

The above DFDL would allow a parser to skip over the contents of element 'd'. Now suppose we have an API where we have an object , x, providing access to this element 'd'. The following operation should be feasible in the API:

byte[] d_contents = x.copyBytes();

The content of the d_contents byte vector should be of size 17 and contain these bytes: 0x32 0x30 0x30 0x33 0xe5 0xb9 0xb4 0x30 0x38 0xe6 0x9c 0x88 0x32 0x37 0xe6 0x97 0xa5. 

17.2 Support of Uncertainty (Choice, Wildcards, and Optional Items
)
Uncertainty is the situation where it is not clear what comes next when parsing data. Sources of uncertainty can be grouped into two distinct groups:

· Modeled 

· Unmodeled 

These are controlled by a fairly large set of DFDL format properties. See Section (TBD: sections on assertions, and other uncertainty properties.)

17.2.1 Modeled and Unmodeled Uncertainty
A choice can be thought of as a form of modelled uncertainty. That is a point in the model where it is not certain what comes next but the model offers a limited number of options. Included in this category are choices, optional elements, optional groups 
and substitution groups.  Elements or groups that can repeat a variable number of times (minOccurs < maxOccurs) are included in the optional category. 

Substitution groups 
can be considered a form of modelled uncertainty because the choice is between the head element and the member elements that specify the head element as a substitution group. Note that substitution groups may be multi-levelled. That is a member of a substitution group maybe the head of another substitution group.  Members of a substitution group do not necessarily have to be in the same namespace as the head element. The type of members of a substitution group may be restrictions of the type of the head element. Thus the only difference between the head element and a member element may be facets that have been specified on the member. Therefore it may not be possible to distinguish the substituted element from the data types alone. 

The other case is un-modelled uncertainty where the options for what is next may not be contained within the model. In some circumstance element wildcards (xsd:any) can be considered in the category of modelled uncertainty but in others un-modelled uncertainty..  

17.2.2 Uncertainty Resolution and Validation

It is necessary to keep XML Schema validation separate from the parsing so that a document can be successfully parsed without validation being enabled. Thus XML schema facets cannot be used in the parsing process. To allow additional conditions to be specified on elements during a parse a DFDL assert annotation element with similar syntax to a Schematron
 assert can be specified. If the assertion returns false it will be handled as a parsing failure. (see Section 18.2.4 Assertions) 

17.2.3 Modeled Uncertainty

Choice groups allow a user to declare that only one of a given number of children may occur in the instance document. The children may be elements, sequence groups, choice groups or element wildcards. 
The difference between a choice and an element wildcard is that for a choice all of the possible alternative branches have to be explicitly specified within the choice construct of the schema. For an element wildcard in principle any global element declarations in the schema can contribute definitions to it.
Note: In some contexts choices are referred to as unions. However, this should not be confused with XML Schema unions which are not part of the DFDL information model. 

There are several ways in which a run time DFDL parser could resolve modelled uncertainty.  The resolution of modelled uncertainty is dependent on the properties and data type of the model alternatives (also known as branches). This includes properties and data types contained within these branches. The possible branches are dependent on the type of modelled uncertainty:

1. For choices the children of the choice model group.
2. For optionality the item that may or may not be present in the data
3. For substitution groups the head and members of the substitution group (may be multi-levelled).
4. For element wildcards the global elements that could possibly match within the wildcard. 
The only exception to this case is where the resolution of modelled uncertainty cannot be resolved from the model and data alone. This is indicated to the parser by an “unresolvableWhenParsing” boolean property. However, how this handled by the parser is left as an implementation detail. There is more discussion of this scenario further on in the document.

The normal mode of modelled uncertainty resolution (unresolvableWhenParsing property set to false) can be considered a form of speculative parsing. That is for a choice each branch will be attempted in turn until a parse error (and specifically not a schema definition error) occurs in which case the next branch will be attempted and so on.  The order that each branch is attempted is determined by the order of the branches within the choice group in the model. For optionality a match with the only item definition that can match will be speculatively attempted. If no match for an optional element is found the parser will leave the position in the data unchanged but move its position on within the model. However for element wildcards and substitution groups the order in which each of the branches is speculatively attempted is not specified
. Thus when modelling care should be taken to ensure that correct resolution is not dependent on the branches being resolved in any particular order. This mode of resolution will include the use of the following methods:

1. Using a discriminating DFDL assertion
2. Using a regular expression.
3. Using an initiator
4. Using the data types of the branches or their sub-elements. 
5. Using a DFDL assertion

The general order of precedence of the methods to be used by the parser is the order given above. That is using a discriminator has the highest priority. These methods and their interactions are described in more detail below. 

1. The discriminator method is used when a DFDL assertion with the discriminator property set to true (a discriminating DFDL assertion) is encountered on the root of the branch 
or one of its sub-elements (see the section on DFDL assertions). If the assertion evaluates to true the branch will be taken otherwise the next branch will be attempted. So if it evaluates to true the speculative parsing will stop and any further errors encountered during the parse of the branch will not cause the parser to attempt to parse the next branch.
If a discriminating DFDL assertion is encountered on the root of the branch it will take the highest priority for determining whether to take this branch. Note that the timing property of the assertion must be set to “before” otherwise the complete branch will be parsed before the assertion is executed. If there is no discriminating DFDL assertion on the root of the branch a regular expression will be used if present on the root of the branch. If there is no regular expression an initiator will be used if one is present on the root of the branch.
If there is nothing on the root of the branch to indicate whether to resolve to that branch the parser will continue to speculatively parse the data using this branch. until one of the following events occur:

a. A parsing failure occurs in which case a match with the next branch is attempted.
b. An element with a discriminating DFDL assertion is encountered and the assertion is successful. The branch is taken and if an error is encountered further down in the parsing of the branch the next branch will not be attempted.
c. An element with a DFDL assertion is encountered and the assertion is unsuccessful. The branch is not taken and a match with the next branch is attempted.
d. The entire branch is parsed successfully in which case the branch is taken.
If the user wants to stop speculative parsing after an element has been parsed but no assertion is required, a dummy discriminating DFDL assertion whose test always evaluates to true could be placed on the element with the timing attribute to set to “after”. 

As discriminating DFDL assertions are used as part of the normal speculative parsing method it is not necessary for all branches to have a discriminating DFDL assertion. It is also not necessary for all branches to have the same structure up to the sub-element that has the discriminating DFDL assertion although in some cases they will be the same.

Allowing a discriminating DFDL assertion on a sub-element will be useful for modelling standards such as EDI where the identifier of a segment is contained within the segment itself.  

Points of modelled uncertainty may be embedded within other points of modelled uncertainty. If a discriminating DFDL assertion is found on an element it will apply to the nearest point of modelled uncertainty 
that is using the speculative parsing method of resolution.

2. If a regular expression appears on the root of a branch and there is no discriminating DFDL assertion an attempt is made to match the data using the regular expression. If the match is successful the speculative parsing will be stopped and this branch will be taken and parsed normally. That is if a subsequent failure occurs the next branch will not be attempted. If the match is unsuccessful the next branch will be attempted. The regular expression will not consume any data and does not have to match the full branch. It will just be used as a test as to whether the branch should be taken.
3. If the root of the branch has an initiator defined and there is no discriminating DFDL assertion or regular expression specified an attempt is made to match the initiator against the data. In some cases an initiator may uniquely identify the branch within the parent group such as when the initiator is a tag. In others it may not be unique such as when it is just some form of opening text. It is necessary to indicate which the case is because the action of speculative parsing will be different in each case. This can be done by the use of a boolean property named “discriminatingInitiator” which if set to “true” indicates that the initiator uniquely identifies the element within parent group. If there is a match and discriminatingInitiator is set to “true” the speculative parsing will be stopped and this branch will be taken and parsed normally. That is if a subsequent failure occurs the next branch will not be attempted. If there is a match and discriminatingInitiator is set to “false” speculative parsing will continue on this branch. If there is no match the next branch will be attempted.

During a speculative parse each element of the branch will be parsed and the data will be converted. If there is a parsing error the parsing of the branch will be stopped and the next branch will be attempted. 

17.2.4 Properties for Controlling Uncertainty

The following properties can appear on elements ( simple, complex, local and global ) and on model groups. They are used to resolve modelled uncertainty. 

	Property Name
	Description

	regularExpression
	A regular expression that if matched indicates the presence of the branch.

	discriminatingInitiator
	A Boolean property that indicates whether an initiator uniquely identifies the construct within its parent group.


The “unresolvableWhenParsing” boolean property  indicates to the parser that a point of modelled uncertainty cannot be resolved using the model and data alone.. This can occur when modelling COBOL structures that use REDEFINES clauses and C unions where the branch cannot be resolved using speculative parsing. The “unresolvableWhenParsing” property only has meaning on parse and not during write. A parser may
 choose to handle the data as binary if it can determine the length or the user of the parser may be able to indicate which branch to choose. 
However this is outside of the scope of the DFDL specification.

The following table contains “unresolvableWhenParsing” boolean property that can appear on a choice group and an element wildcard. It can also appear on a global element that is the head of a substitution group or on a reference to a global element that is the head of a substitution group.  

	Property Name
	Description

	unresolvableWhenParsing
	A Boolean property

When set to true it indicates that a point of modelled uncertainty cannot be resolved using the model and data alone.

When set to false it indicates that a point of modelled uncertainty can be resolved using the normal speculative parsing mechanism.  


17.2.5 Element Wildcards (xs:any)

As discussed previously element wildcards are the only form of un-modelled uncertainty. Also, even when element wildcards are modelled the number of branches could potentially be large. Therefore using the default mode of speculative parsing could potentially be expensive in terms of performance. One option is to allow the user to specify whether the resolution of the wildcard will be modelled or whether it will be self-defining
. Thus it will prevent the parser having to search the model when it is known that the matched data is self-defining. This can be achieved by a “modelled” boolean property that if set to true indicates that the resolution of the wildcard is modelled and if set to false it indicates tat the data is self-defining. The presence of the “modelled” property also means that it is not necessary to use the XML Schema processContent attribute to decide where to find the resolution of the element wildcard.

When the “modelled” property is set to true the default mode of speculative parsing is applicable. However a difference is that the set of possible branches is not explicitly specified but consists of the set of global elements in the set of DFDL Schemas. Although the set of global elements could be narrowed down by the XML Schema namespace attribute of the xsd:any element. 

The “unresolvableWhenParsing” property may also be set to true for an element wildcard. In this case it is left to the parser to decide how to handle the parsing, as with the other types of modelled uncertainty. 

If the “modelled” property is set to false the data is not modelled. In this case the parser must decide whether it has enough information to parse the data as self-defining. To parse as self-defining it must be possible to determine the end of the data. As there is no model information to specify the length there must be some piece of markup or the end of the data to indicate the end of the element. Thus this scenario is only be supported in a delimited environment.  That is the parent specifies a separator value or the wildcard (xs:any) itself specifies a terminator. The end of the data for the wildcard could also possibly be delimited by the separator or some delimiting markup from a higher level in the model. This is based on the assumption that the delimiter does not appear anywhere in the data. As self-defining data is only allowed in a delimited environment it will be handled as a string, not as binary. (Binary data can be handled via the encoding="bytes" mechanism. See Section19.) The name to be associated with the data 
must be auto-generated unless an initiator can be found which can be used as the name of the data. To determine whether an initiator exists an initiatorSeparator property is required that will allow the initiator to be extracted (fixed length tags are not allowed). The match should be done on the data extracted using the separator. If an initiator is found it will be used as the name and the remaining characters will be handled as the data. On output if the name is auto-generated just the data will be output. If the name is not auto-generated the name of the element will be output followed by the initiatorSeparator and the data. 

17.2.6 Assertions

DFDL assertions can be placed on elements and groups within a DFDL model. These assertions contain a test condition that is an expression that evaluates to true or false. The assertion is said to be successful if the test evaluates to true and unsuccessful if the test evaluates to false. The assertions are executed during a parse and are separate from logical validation. 

The syntax of a DFDL assertion is a “dfdl:assert” element with a number of properties. The syntax is similar to that used by Schematron assertions. The value of the dfdl:assert element is text to be used as an error message. The DFDL specification does not specify how a DFDL parser uses this text. 

An example of a dfdl:assert element is shown below :

<dfdl:assert test="test-condition"
         discriminator=”true”

         timing=”before”>Error message</dfdl:assert>
17.2.7 Late Binding of DFDL Schemas

There are scenarios where not all the DFDL Schemas that are required to parse a document are known at the start of the parse. For instance the X12 standard has an outer envelope message that contains a version element. This version element determines which DFDL Schema is the model for the embedded body messages.  

This is supported by extending the discriminator mechanism described previously. To locate a DFDL Schema a discriminating DFDL assertion is specified in each DFDL Schema at the top  level which is used to identify that particular schema. All the DFDL Schemas are placed in a common location. This common location would then be passed as a parameter to the parser in an implementation-dependent manner. Also the variable to be used in the schema discriminating DFDL assertion described below must be available when evaluating the test condition.
At the point in the envelope where the payload message is to appear an element wildcard (xsd:any) would be defined in the outer DFDL Schema. On this element wildcard a “dfdl:useSchemaDiscriminator” boolean property would be set to true which indicates that a new DFDL Schema needs to be found and that the discriminating DFDL assertion at the Schema level has to evaluate to true for a match to be successful. During the parse of the outer envelope, prior to the element wildcard, a variable would be set which holds the version number to be used in the identification of the inner DFDL Schema. The value would then be used in the schema discriminating DFDL assertion to locate and load the correct inner DFDL Schema prior to parsing the payload message. As to how the lookup is done would be left to the implementation of the parser.

For instance a hypothetical command line DFDL parser would take the following parameters in this scenario:

1. A URL of the Schema that models the outer envelope

2. The location of the Schema files that model the payload messages

3. The location of the instance data to parse

4. The name of the envelope message

TBD: A disadvantage of this mechanism is that a variable has to be set in the envelope message which is then used in a discriminating DFDL assertion which is defined within the DFDL Schemas to be bound later. It is also possible that another variable would be have to be set to identify the correct global element, within the inner DFDL Schema, that models the payload message.

17.2.8 Clarifying Examples for Uncertainty
17.2.8.1 Resolving Choices using Regular Expressions

This is an example of using a regular expression to resolve a choice within an industry standard element. Within the ‘value’ element are 3 fixed length elements ‘sign’, ‘currencyCode’ and ‘amount’. The ‘sign’ element is optional but if present must be equal to “N”. The ‘currencyCode’ element is mandatory and is 3 characters. The ‘amount’ element is also mandatory and must start with a numeric digit. 

Example segments with and without the ‘sign’ being present are shown below:
NUSD1,34
USD1,34

The first 2 elements are modelled by creating a choice of 2 sequences. The first sequence has 2 children, ‘sign’ and ‘currencyCode’, and a data pattern of N[A-Z]{3}. The second sequence has 1 child, ‘currencyCode’ and a data pattern of [A-Z]{3}. 

An example of this model is shown in DFDL below:

……….

<xsd:choice>


<xsd:sequence dfdl:regularExpression=”N[A-Z]{3}”> 



<xsd:element name=”sign” type=”xsd:string” dfdl:length=”1”…/>



<xsd:element name=”currencyCode” type=”string” dfdl:length=”3”…/>


</xsd:sequence>


<xsd:sequence dfdl:regularExpression=”[A-Z]{3}”> 



<xsd:element name=”currencyCode” type=”string” dfdl:length=”3”/>


</xsd:sequence>

</xsd:choice>

<xsd:element name=”amount” type=”decimal”/>

……… 
17.2.8.2 Resolving Optional Elements Using Regular Expressions

Note that in the previous example the regular expression matches the whole of the choice. However in DFDL a longer or shorter match is allowed. Then once a match is found it is just used as an indicator as to which branch to take for a choice or whether an optional element is present. Then the parse proceeds as normal. Therefore the previous example can be modeled without a choice by making the sign element optional and placing a regular expression on it:

……….

<xsd:element name=”sign” type=”xsd:string” dfdl:length=”1” minOccurs=”0” maxOccurs=”1” 

             dfdl:regularExpression=”N[A-Z]{3}”/>
<xsd:element name=”currencyCode” type=”string” dfdl:length=”3”…/>

<xsd:element name=”amount” type=”decimal”/>

……… 

17.2.8.3 Resolving Choices Using Initiators

An example of using initiators to resolve a choice is determining the format of an industry standard envelope. There are 4 possible types of envelope: ‘envA’, ‘envB’, ‘envC’ and ‘envD’. The type is indicated by a 3 letter initiator which can have the value “aaa”,”bbb”, “ccc” or “ddd” which correspond to the types given above. This is a case where the initiator uniquely identifies the elements so “discriminatingInitiator” is set to “true”. This can be modelled by creating a choice of 4 elements. An example DFDL Schema is shown below:

 ……….

<xsd:choice> 


<xsd:element name=”envA” dfdl:initiator=”aaa” dfdl:discriminatingInitiator=”true”>

.......


</xsd:element>


<xsd:element name=”envB” dfdl:initiator=”bbb” dfdl:discrimintaingInitiator=”true”>

.......


</xsd:element>

<xsd:element name=”envC” dfdl:initiator=”ccc” dfdl:discriminatingInitiator=”true”>

.......


</xsd:element>

<xsd:element name=”envD” dfdl:initiator=”ddd” dfdl:discriminatingInitiator=”true”>

.......


</xsd:element>
</xsd:choice>

……… 

17.2.8.4 Resolving choices using a discriminating DFDL assertion on the root of the branch

An example of using this method is in an industry standard where the inner payload message is identified by an element from the outer envelope message. This could be modelled using either wildcard elements or choices. The example below uses choices. Suppose that in the envelope message the discriminator value is held in the messageType element of the ‘metaData’ structure. The inner message occurs in the textBlock element after the ‘messageType’ element. The inner message is a choice of a number of elements each of which have a discriminating DFDL assertion. The examples use a variable to reference the value of the messageType element and an XPath location path to reference the value of the messageType element respectively.

The following DFDL examples illustrate these scenarios but are a simplification of the actual SWIFT structure:   

17.2.8.5 Location Path Example

In this variant, the payload message types are discriminated by a path expression that refers to the messageType in the envelope surrounding them. 
<!-- 

payload message element declarations could be in separate included schemas 

-->

<element name="metaDataHeader"> 

  <complexType>

    <sequence>

      <element name="messageType" type="string" />
        ......other elements of the metadata.....

      </sequence>

    </complexType>

</element>

<element name="envelope">

  <complexType>

    <sequence>

      .......

      <element ref="metaDataHeader"/>

      .......

      <element name="payloadBlock">

        <complexType>

          <choice>

            <element ref="mess1">

              <annotation><appinfo source="http://dataformat.org/">

                 <dfdl:assert 
                    test="/envelope/metaDataHeader/messageType == 'id1'"

                    discriminator="true" 

                    timing="before" >Message not id1</dfdl:assert>

              </appinfo></annotation>

             </element>
             <element ref="mess2">
               <annotation><appinfo source="http://dataformat.org/">

                 <dfdl:assert 

                    test="/envelope/metaDataHeader/messageType == 'id2'"

                    discriminator="true" 

                    timing="before" >Message not id2</dfdl:assert>

              </appinfo></annotation>

             </element>

             <element ref="mess3">
               <annotation><appinfo source="http://dataformat.org/">

                 <dfdl:assert 

                   test="/envelope/metaDataHeader/messageType == 'id3'"

                   discriminator="true" 

                   timing="before" >Message not id3</dfdl:assert>

              </appinfo></annotation>

             </element>

          </choice>

        </complexType>

      </element>

    </sequence>

  </complexType>

</element>
17.2.8.6 Variable example
This variant uses a variable to convey the information about the payload message format from the metadata header sub-element of the envelope to the choice discrimination. This is preferable to avoid repeating the path into the metadata header multiple times.
<!-- 

payload message element declarations could be in separate included schemas 

-->

<element name="metaDataHeader"> 

  <complexType>

    <sequence>

      <element name="messageType" type="string"

                   dfdl:setVariableName="MSG_ID"

                   dfdl:setVariableValue="{ $(.) }"/>

        ......other elements of the metadata.....

      </sequence>

    </complexType>

</element>

<element name="envelope">

  <complexType>

    <sequence>

      <annotation><appinfo source="http://dataformat.org/">

         <dfdl:defineVariable name="MSG_ID" type="string"/>

      </appinfo></annotation>

      .......

      <element ref="metaDataHeader"/>

      .......

      <element name="payloadBlock">

        <complexType>

          <choice>

            <element ref="mess1">

              <annotation><appinfo source="http://dataformat.org/">

                 <dfdl:assert test="$ibm:MSG_ID == 'id1'"

                              discriminator="true" 

                              timing="before" >Message not id1</dfdl:assert>

              </appinfo></annotation>

             </element>
             <element ref="mess2">
               <annotation><appinfo source="http://dataformat.org/">

                 <dfdl:assert test="$ibm:MSG_ID == 'id2'"

                              discriminator="true" 

                              timing="before" >Message not id2</dfdl:assert>

              </appinfo></annotation>

             </element>

             <element ref="mess3">
               <annotation><appinfo source="http://dataformat.org/">

                 <dfdl:assert test="$ibm:MSG_ID == 'id3'"

                              discriminator="true" 

                              timing="before" >Message not id3</dfdl:assert>

              </appinfo></annotation>

             </element>

          </choice>

        </complexType>

      </element>

    </sequence>

  </complexType>

</element>
17.2.8.7 Resolving element wildcards using a discriminating DFDL assertion on the global elements

This example is the same as the previous choice variable example except that an element wildcard is used in place of the choice. 

<?xml version="1.0" encoding="UTF-8"?>

<element name="envelope">

    <complexType>

        <sequence>

            <annotation><appinfo source="http://dataformat.org/">

                <dfdl:defineVariable name="MSG_ID" type="string"/>

            </appinfo></annotation>

            .......

            <element name="metaData">

                <complexType>

                    <sequence>

                        <element name="messageType" type="string"

                            dfdl:setVariableName="MSG_ID"

                            dfdl:setVariableValue="{ $(.) }" />

                        ......

                    </sequence>

                </complexType>

            </element>

            .......

            <element name="textBlock">

                <complexType>

                    <sequence>

                        <any processContent="strict"
                             dfdl:modelled="true" />

                    </sequence>

                </complexType>

            </element>

        </sequence>

</element>

<element name="mess1">

    <annotation>

        <appinfo source="http://dataformat.org/">

            <dfdl:assert test="$ibm:MSG_ID == 'id1'"

                discriminator="true" 

                timing="before">Message not id1</dfdl:assert>

        </appinfo>

    </annotation>

    <complexType>

        .......

    </complexType>

</element>

<element name="mess2">

    <annotation>

        <appinfo source="http://dataformat.org/">

            <dfdl:assert test="$ibm:MSG_ID == 'id2'"

                discriminator="true" 

                timing="before">Message not id2</dfdl:assert>

        </appinfo>

    </annotation>

    <complexType>

        .......

    </complexType>

</element>

<element name="mess3">

    <annotation>

        <appinfo source="http://dataformat.org/">

            <dfdl:assert test="$ibm:MSG_ID == 'id3'"

                discriminator="true" 

                timing="before">Message not id3</dfdl:assert>

        </appinfo>

    </annotation>

    <complexType>

        .......

    </complexType>

</element>

17.2.8.8 Resolving choices using a discriminating DFDL assertion on a sub-element

An example of using this method is in an industry standard where the inner segment is identified by element within the segment. This could be modelled using either wildcard elements or choices. The example below uses choices. The element in the segment that identifies the segment is called “id” and this element has a discriminating DFDL assertion that compares the value of the element with a constant value for that particular segment.

The following DFDL examples illustrate this scenario:  

<xsd:element name=”envelope”>

    <xsd:complexType>

    <xsd:sequence>

        .......

        <xsd:element name=”metaData”>

            <xsd:complexType>

            <xsd:sequence>

                ......

            </xsd:sequence>

            </xsd:complexType>

        </xsd:element>

        .......

        <xsd:element name=”textBlock”>

            <xsd:complexType>

            <xsd:choice>

                <xsd:element ref=”mess1”/>

                    <xsd:element ref=”mess2”/>

                    <xsd:element ref=”mess3”/>

                        </xsd:choice>

                        </xsd:complexType>

                    </xsd:element>

    </xsd:sequence>

    </xsd:complexType>

</xsd:element>

<xsd:element name=”mess1”>

    <xsd:complexType>

    <xsd:sequence>

        <xsd:element name=”checksum” type=”xsd:string”/>

            <xsd:element name=”id” type=”xsd:string”>

            <xsd:annotation>

                <xsd:appinfo source=”http://dataformat.org/”>

                    <dfdl:assert test=”. == ‘m1’"

                    discriminator=”true” 

                    timing=”after”>Message not m1</dfdl:assert>

                </xsd:appinfo>

            </xsd:annotation>

        </xsd:element>

        .......

    </xsd:sequence>

    </xsd:complexType>

</xsd:element>

<xsd:element name=”mess2”>

    <xsd:complexType>

    <xsd:sequence>

        <xsd:element name=”checksum” type=”xsd:string”/>

            <xsd:element name=”id” type=”xsd:string”>

            <xsd:annotation>

                <xsd:appinfo source=”http://dataformat.org/”>

                    <dfdl:assert test=”. == ‘m2’"

                    discriminator=”true” 

                    timing=”after”>Message not m2</dfdl:assert>

                </xsd:appinfo>

            </xsd:annotation>

        </xsd:element>

        .......

    </xsd:sequence>

    </xsd:complexType>

</xsd:element>

<xsd:element name=”mess3”>

    <xsd:complexType>

    <xsd:sequence>

        <xsd:element name=”checksum” type=”xsd:string”/>

            <xsd:element name=”id” type=”xsd:string”>

            <xsd:annotation>

                <xsd:appinfo source=”http://dataformat.org/”>

                    <dfdl:assert test=”. == ‘m3’"

                    discriminator=”true” 

                    timing=”after”>Message not m3</dfdl:assert>

                </xsd:appinfo>

            </xsd:annotation>

        </xsd:element>

        .......

    </xsd:sequence>

    </xsd:complexType>

</xsd:element>
17.2.8.9 Parsing an un-resolvable choice

An example of using this method is in COBOL where the REDEFINES clause is used to redefine sections of a structure. In these cases it is not always possible from examining the data to determine which of the REDEFINES clauses has the definition of the data in a particular document. So the choice can only be resolved by the user of the data explicitly specifying one of the choice branches (how this is done is outside of the scope of the DFDL specification)... 

In the COBOL example below a simple element is redefined:   

       01 MRM22B2B-GROUP01.

           05 MRM22B2B-GROUP01-E01           PIC 999.

           05 MRM22B2B-GROUP01-E02           REDEFINES

                MRM22B2B-GROUP01-E01         PIC XXX.

This could be modelled in DFDL as a choice as follows:

<xsd:element name=” MRM22B2B-GROUP01”>

  <xsd:complexType>

    <xsd:choice dfdl:unresolvableWhenParsing=”true”> 


<xsd:element name=”MRM22B2B-GROUP01-E01” type=”xsd:decimal” dfdl:length=”3”/>

<xsd:element name=”MRM22B2B-GROUP01-E02” type=”xsd:string” dfdl:length=”3”/>
    </xsd:choice>
  </xsd:complexType>

</xsd:element>

In the COBOL example below a complex element is redefined:

       01 MRM22B2B-GROUP05.

           05 MRM22B2B-GROUP0501.

              10 MRM22B2B-GROUP05-E01           COMP-1  OCCURS 2.

              10 MRM22B2B-GROUP05-E02           COMP-2  OCCURS 3.

           05 MRM22B2B-GROUP0502 REDEFINES MRM22B2B-GROUP0501.

              10 MRM22B2B-GROUP05-E03           PIC s9(8)  OCCURS 3.

              10 MRM22B2B-GROUP05-E04           PIC X(8).
In could be modelled in DFDL as a choice as follows: 

<?xml version="1.0" encoding="UTF-8"?>

<xsd:element name=' MRM22B2B-GROUP01'>

    <xsd:complexType>

        <xsd:choice dfdl:unresolvableWhenParsing="true"> 

            <xsd:element name="MRM22B2B-GROUP0501">

                <xsd:complexType>

                    <xsd:sequence>

                        <xsd:element 
name='MRM22B2B-GROUP05-E01'

                            type="xsd:float" 

                            minOccurs="2" 

                            maxOccurs="2"

                            dfdl:length="4"/>

                        <xsd:element 
name="MRM22B2B-GROUP05-E02" 

                            type="xsd:float" 

                            minOccurs="3" 

                            maxOccurs="3"

                            dfdl:length="4"/>

                    </xsd:sequence>

                </xsd:complexType>

            </xsd:element>

            <xsd:element name="MRM22B2B-GROUP0502">

                <xsd:complexType>

                    <xsd:sequence>

                        <xsd:element 
name="MRM22B2B-GROUP05-E03" 

                            type="xsd:decimal" 

                            minOccurs="3" 

                            maxOccurs="3"

                            dfdl:length="4"/>

                        <xsd:element 
name=" MRM22B2B-GROUP05-E04" 

                            type="xsd:string"

                            dfdl:length="4"/>

                    </xsd:sequence>

                </xsd:complexType>

            </xsd:element>

        </xsd:choice>

    </xsd:complexType>

</xsd:element>
In both the above cases, since all the alternative branches of the choice are fixed length, a DFDL processor can parse the data by just using the length 
of the longest branch as the length of the unresolvable choice.
17.2.8.10 Resolving a choice using the data type

In the case where the branches of a choice are of a simple type the data type can be used to resolve the branch of the choice. This is achieved using the normal speculative parsing resolution method which will attempt to match each branch in turn. However if the data could be resolved to more than one branch the choice will always be resolved to the first branch for which the data matches the type. For instance if in the simple type example used for un-resolvable resolution it was known that MRM22B2B-GROUP01-E01 always contained decimal data and MRM22B2B-GROUP01-E02 always contained alphabetic data. This could be modelled as follows:

<xsd:element name=” MRM22B2B-GROUP01”>


<xsd:complexType>

<xsd:choice> 




<xsd:element name=”MRM22B2B-GROUP01-E01” type=”xsd:decimal”/>



<xsd:element name=”MRM22B2B-GROUP01-E02” type=”xsd:string”/>
</xsd:choice>

</xsd:complexType>

</xsd:element>

However if MRM22B2B-GROUP01-E02 could also contain decimal data this method could not be used because the choice would always resolve to the first choice for decimal data.

Also if the first branch was a string and the second a decimal this method could not be used because the choice would always resolve to the first branch, irrespective of the data.
17.2.8.11 Resolving a choice using the data type of a sub-element

In the case where the branches of a choice are of a complex type the data type of a sub-element can be used to resolve the branch of the choice. This is achieved using the normal speculative parsing resolution method which will attempt to match each branch in turn. If a parse error occurs during the parse of one of the sub-elements a parse of the next branch will be attempted and so on. However if the data could be resolved to more than one branch the choice will always be resolved to the first branch for which the data matches the type. For instance in the following example if it was known that MRM22B2B-GROUP01-E01-S02 always contained decimal data and MRM22B2B-GROUP01-E02-S02 always contained alphabetic data. This could be modelled as follows:

<xsd:element name=” MRM22B2B-GROUP01”>


<xsd:complexType>

<xsd:choice> 




<xsd:element name=”MRM22B2B-GROUP01-E01”>
           <xsd:complexType>

             <xsd:sequence>

               <xsd:element name=”MRM22B2B-GROUP01-E01-S01” type=”xsd:string”/>

               <xsd:element name=”MRM22B2B-GROUP01-E01-S02” type=”xsd:decimal”/>

             </xsd:sequence>

           </xsd:complexType>

         </xsd:element>




<xsd:element name=”MRM22B2B-GROUP01-E02”>
           <xsd:complexType>

             <xsd:sequence>

               <xsd:element name=”MRM22B2B-GROUP01-E02-S01” type=”xsd:string”/>

               <xsd:element name=”MRM22B2B-GROUP01-E02-S02” type=”xsd:string”/>

             </xsd:sequence>

           </xsd:complexType>

         </xsd:element>

</xsd:choice>

</xsd:complexType>

</xsd:element>

However if MRM22B2B-GROUP01-E02-S02 could also contain decimal data this method could not be used because the choice would always resolve to the first alternative for decimal data.

17.2.8.12 Resolving an element wildcard as self-defined

The following example shows how to model an element wildcard that is to be resolved as self-defining with no initiator. This can be handled by DFDL because we have enough information about the syntax of the data to determine the length of the element wildcard (xs:any) using the delimiter information.
<xsd:element name=”OuterElem”>


<xsd:complexType>

<xsd:sequence dfdl:separator=”#” dfdl:separatorType=”infix”

              dfdl:terminator=”}”>

   <xsd:any processContent=”lax”

            dfdl:modelled=”false”/> 

</xsd:sequence>

</xsd:complexType>

</xsd:element>

17.2.8.13 Resolving an element wildcard as self-defined tagged data in a delimited environment

The following example shows how to model an element wildcard that is to be resolved as self-defined with a tag  

<xsd:element name=”OuterElem”>


<xsd:complexType>

<xsd:sequence dfdl:separator=”#” dfdl:separatorType=”infix”

              dfdl:terminator=”}”>

   <xsd:any processContent=”lax”

            dfdl:modelled=”false”

            dfdl:initiatorSeparator=”:”/> 

</xsd:sequence>

</xsd:complexType>

</xsd:element>

17.2.8.14 Resolving element wildcards using a schema discriminating DFDL assertion and a discriminating DFDL assertion on the global elements

This example is the same as the previous choice variable example except that an element wildcard is used in place of the choice and the global elements that can be matched within the element wildcard are defined within another DFDL Schema that is determined by a version element within the envelope metadata. 

The below is envelope.xsd
<xsd:element name=”envelope”>


<xsd:complexType>



<xsd:sequence>

         <xsd:annotation><xsd:appinfo source=”http://dataformat.org/”>

            <dfdl:defineVariable name=”SCHEMA_ID” type=”xsd:string”/>

            <dfdl:defineVariable name=”MSG_ID” type=”xsd:string”/>

         </xsd:appinfo></xsd:annotation>




.......

<xsd:element name=”metaData”>

<xsd:complexType>

<xsd:sequence>

   <xsd:element name=”version” type=”xsd:string”

                dfdl:setVariableName=”SCHEMA_ID”
                dfdl:setVariableValue=”{ (.) }”/>

<xsd:element name=”messageType” type=”xsd:string”

    dfdl:setVariableName=”MSG_ID”

    dfdl:setVariableValue=”{ (.) }”/>

......






</xsd:sequence>





</xsd:complexType>




</xsd:element>




.......




<xsd:element name=”textBlock”>





<xsd:complexType>

               <xsd:sequence>







<xsd:any processContent=”strict”

                           dfdl:useSchemaDiscriminator=”true”

                           dfdl:modelled=”true”/>






</xsd:sequence>





</xsd:complexType>




</xsd:element>



</xsd:sequence>

</xsd:element>

The below is: v1_schema.xsd
<xsd:schema …>
<xsd:annotation>

   <xsd:appinfo source=”http://dataformat.org/”>

      <dfdl:assert test=”$ibm:SCHEMA_ID 
== ‘v1’"

                   discriminator=”true” 

                   timing=”before”>Schema not v1</dfdl:assert>
   </xsd:appinfo>

</xsd:annotation>

<xsd:element name=”mess1”>

   <xsd:annotation>

      <xsd:appinfo source=”http://dataformat.org/”>

         <dfdl:assert test=”$ibm:MSG_ID == ‘id1’"

                      discriminator=”true” 

                      timing=”before”>Message not id1</dfdl:assert>
      </xsd:appinfo>

   </xsd:annotation>


<xsd:complexType>


.......


</xsd:complexType>

</xsd:element>

<xsd:element name=”mess2”>

   <xsd:annotation>

      <xsd:appinfo source=”http://dataformat.org/”>

         <dfdl:assert test=”$ibm:MSG_ID == ‘id2’"

                      discriminator=”true” 

                      timing=”before”>Message not id2</dfdl:assert>
      </xsd:appinfo>

   </xsd:annotation>


<xsd:complexType>


.......


</xsd:complexType>

</xsd:element>

</xsd:schema>

The below is v2_schema.xsd

<xsd:schema …>

<xsd:annotation>

   <xsd:appinfo source=”http://dataformat.org/”>

      <dfdl:assert test=”$ibm:SCHEMA_ID == ‘v2’"

                   discriminator=”true” 

                   timing=”before”>Schema not v2</dfdl:assert>
   </xsd:appinfo>

</xsd:annotation>

<xsd:element name=”mess1”>

   <xsd:annotation>

      <xsd:appinfo source=”http://dataformat.org/”>

         <dfdl:assert test=”$ibm:MSG_ID == ‘id1’"

                      discriminator=”true” 

                      timing=”before”>Message not id1</dfdl:assert>
      </xsd:appinfo>

   </xsd:annotation>


<xsd:complexType>


.......


</xsd:complexType>

</xsd:element>

<xsd:element name=”mess2”>

   <xsd:annotation>

      <xsd:appinfo source=”http://dataformat.org/”>

         <dfdl:assert test=”$ibm:MSG_ID == ‘id2’"

                      discriminator=”true” 

                      timing=”before”>Message not id2</dfdl:assert>
      </xsd:appinfo>

   </xsd:annotation>


<xsd:complexType>


.......


</xsd:complexType>

</xsd:element>
</xsd:schema>
17.3 Default Value, Null Values, and Optional Data
TBD: below, the "nullIndicatorIndex" and "initiatedElementNull" properties are not contained in the properties list document.

The aim of this section is discussion of how default and null values are modelled by DFDL. 

17.3.1 Definitions
There are several words used in describing Null and Default Handling that have specific meanings in this context. The following table clarifies the meanings attached to some words. 
Table 1 Defintions of words used in this document

	Word
	Meaning

	Absent
	On input an element that is not present in any form within the input stream. That is no initiator, value or terminator. However there may be some markup that indicates that it is not present. For instance 2 consecutive separators may indicate that an element for which no initiator is defined is not present.

On output an element that is not passed to the un-parser to be written out. How the parser represents an absent element in the output stream is dependent on the properties described in this document. 

	Missing
	On input a missing element is the same as an absent element for elements that have no initiator defined. However for an element with an initiator defined an empty or absent element may be handled as missing by the parser dependent on properties described in the document.

On output a missing element is one that is absent. That is an element that is not passed to un-parser to be written out.  

	Empty
	On input an element whose initiator is present in the input stream but whose value is not present. 

On output an element that is passed to the un-parser with an empty value. For instance an empty string (note that this different to a null value – see below). 

	Null
	On input a special logical value given to an element to explicitly indicate that it has no value. 

The null value is not in the value space of the element. How this is indicated within the input stream is dependent on the properties described in this document.

On output an element passed to the un-parser that has its value set to the same special logical value to explicitly indicate that it has no value. How the parser represents a null element in the output stream is dependent on the properties described in this document.


On input a guiding principal of default handling is that it should not make an invalid document valid. This is similar to the XML Schema attribute rule that a default value is not allowed if the attribute is “required”. Thus only optional elements will be defaulted on input because defaulting a mandatory element will make an invalid document valid. This also means that if there are less than minOccurs occurrences no additional values will be defaulted. The only exception is the case of tagged elements that have an initiator in the data but no value (See Default Values on input without null values being considered). 

On output only missing mandatory elements will be defaulted unless the occursKind property indicates that a specific number of occurrences must appear in the output (See Default Values on output without null values being considered).  

17.3.2 Examples

Most of the examples used in the document are based on the following structure with one of 3 selector
s predicates for “tagged”, “delimited” & “fixed”.

<xsd:element name="root">

  <xsd:complexType>

    <xsd:sequence>

      <xsd:annotation>

        <xsd:appinfo source="http://dataformat.org/">

          <dfdl:sequence selector="$mode = 'tagged'" separator=","/>

          <dfdl:sequence selector="$mode = 'delimited'" separator="," separatorType=”infix”/>

        </xsd:appinfo>

      </xsd:annotation>                       

      <xsd:element name="A" type="xsd:string" minOccurs="0">

        <xsd:annotation>

          <xsd:appinfo source="http://dataformat.org/">

            <dfdl:element selector="$mode = 'tagged'" initiator="A:"/>

            <dfdl:element selector="$mode = 'fixed'" length="3"/>

          </xsd:appinfo>

        </xsd:annotation>
      </xsd:element>                  

      <xsd:element name="B" type="xsd:string" minOccurs="0">

        <xsd:annotation>

          <xsd:appinfo source="http://dataformat.org/">

            <dfdl:element selector="$mode = 'tagged'" initiator="B:"/>

            <dfdl:element selector="$mode = 'fixed'" length="3"/>

          </xsd:appinfo>

        </xsd:annotation>
      </xsd:element>                  

      <xsd:element name="C" type="xsd:string" minOccurs="0">

         <xsd:annotation>

          <xsd:appinfo source="http://dataformat.org/">

            <dfdl:element selector="$mode = 'tagged'" initiator="C:"/>

            <dfdl:element selector="$mode = 'fixed'" length="3"/>

          </xsd:appinfo>

        </xsd:annotation>
      </xsd:element>                  

    </xsd:sequence>
  </xsd:complexType>
</xsd:element>
Example input streams for each of the selectors is 

“tagged” – A:aaa,B:bbb,C:ccc
“delimited” – aaa,bbb,ccc
“fixed” – aaabbbccc
The representations produced from an input document and the representations used to produce an output document are shown as a tree for convenience. However the actual representation produced by a parser is outside the scope of the specification. The tree produced from the above input streams is: 


[image: image3]
17.3.3 Defaults values on input and output

Doing the inverse of input on output is not normally what a user would intend when specifying default values on output. Instead there will be given a property “defaultWhenMissing” with 4 possible enumerations that will control defaulting on input and output:

1. never –  Do not default values on input or output.

2. always - Use the default Value on input for missing elements and if an element is missing on output when it is serialised create the element in the output document with the value set to the default value.

3. onInput - Use the default Value on input for missing elements but do not default values on output. 

4. onOutput – Do not default values on input but if an element is missing on output when it is serialised create the element in the output document with the value set to the default value.   

For example if element “B” has a default value of “zzz” and has the “defaultWhenMissing” property set to “always” for selector “delimited”. On parse the input stream:

aaa,,ccc 

will produce tree

 
[image: image4]
On serialisation the tree:
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will produce output stream

aaa,zzz,ccc 

17.3.4 Default Values on input without null values being considered

An element in DFDL falls into one of 4 categories as far as delimiting is concerned:

a) Those that have an initiator and the data is not fixed length

b) Those that have an initiator and the data is fixed length 

c) Those that have no initiator and are delimited by a separator

d) Those with no initiator or separator and the element has a fixed length

In category (a) it is possible to have an initiator with no value. If  only an initator is present in the input stream and the ‘XML Scheman element’ method of defaulting values is followed the default value would be substituted for the element. 
If the initiator was also not present no default value would be used in this scenario if following the ‘XML Scheman element’ method. However the default value would be used if following the ‘XML Schema attribute’ method and the element or attribute was optional. I think both options should be open to the user to be flexible. Thus I think a property on tagged delimited position with 3 enumerations would be required:

1. absent - Use default value if initiator and value missing and the element is optional

2. empty - Use default value if initiator present but no value

3. absentOrEmpty - Both of the above

This is the initiatedElementMissingWhen property in table 4.

For example if element “B” has the initiatedElementMissingWhen property set to “empty” and default value “zzz” for selector “tagged”. On parsing the input stream:

A:aaa,B:,C:ccc would produce tree:
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However if element “B” has the initiatedElementMissingWhen property is set to “absent” and default value “zzz” for selector “tagged”. On parsing the input stream:

A:aaa,C:ccc would produce tree:


[image: image7]
For enumeration 2 where maxOccurs is greater than 1 it is less clear as to how many elements should be defaulted. If there are less than minOccurs elements defaulting any additional elements would violate the ‘not making an invalid document valid’ rule. If there are minOccurs or greater elements how many additional elements should be defaulted? This is dependent on the “occursKind”  property. If the “occursKind” property is set to “fixed” and maxOccurs is not unbounded up to maxOccurs values will be defaulted. If maxOccurs is unbounded no extra values will be defaulted. If the “occursKind” property is set to “xpath” the value of the xpath expression will determine how many additional elements will be defaulted.
 If the “occursKind” property is set to “stopValue” or “markup” no additional values will be defaulted because there is nothing in the data to indicate that there should be any additional repeats defaulted and the user has explicitly chosen not to use the maxOccurs to determine the number of repeats. 

Another solution is to only default a value for each additional separator specified. This will only work where there is a separator between each repeat not when the data is fixed length and there is no separator. For example suppose that an element “A” is modified for selector “tagged” such that it has minOccurs 3 and maxOccurs unbounded. The repeating separator between each repeating element is “#” and has default value “zzz”. The updated DFDL Schema for element “A” would be

:

      <xsd:element name="A" type="xsd:string" minOccurs="3" maxOccurs=”unbounded”>

        <xsd:annotation>

          <xsd:appinfo source="http://dataformat.org/">

            <dfdl:element selector="$mode = tagged" initiator="A:"/>

            <dfdl:element selector="$mode = fixed" length="3"/>

          </xsd:appinfo>

        </xsd:annotation>
      </xsd:element>

 The following cases show how many values would be defaulted:

A:aaa,B:bbb,C:ccc No values will be default because there are no additional separators.

A:aaa#,B:bbb,C:ccc 1 value will be defaulted because there is 1 additional separator.

A:aaa##,B:bbb,C:ccc 2 values will be defaulted because there are 2 additional separators.

The third case would produce tree:
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For category (b) if there is no initiator present then it is known that the element is not present. The issues discussed in category (a) with regards to minOccurs and maxOccurs also apply in this scenario. If an initiator is present it must also be assumed that the value is also present in the input stream.

In category (c) the only option is to substitute a default value if the element is missing as there is no initiator. The same issues discussed in category (a) with regards to minOccurs and maxOccurs also apply in this scenario. 

In category (d) it is not possible to determine whether an element is missing so it is not possible to substitute a default value. The only exception to this is if “occursKind” has been set to “fixed” or “xpath” and the end of the bitstream or identifiable point has been reached.  

17.3.5 Null Handling on input without default values being considered

If an element is allowed to be null (see the section on xsd:nil TBD Xref) there are 4 possible methods of encoding a null value on input (These properties will also be used on output). If the nullIndicatorPath property is set and the nullValueKind is set to logicalValue these encoding methods will be applied to the calculated value (See Table 3 Element only properties). 

For a value that is handled as null in the input data a value is provided (whatever the representation) that explicitly indicates that its value is null. This will be a special value not in the normal range of allowed values for the element. Until a decision is made on complex elements these properties only apply to simple elements or complex elements with simple content.

When “missing” is specified the same issues with minOccurs and maxOccurs discussed for default values also apply here. 

For example if element “B” has nullValueKind set to literalValue and a single nullValues value of “xxx” for selector “delimited”. On parsing the input stream:

aaa,xxx,ccc will produce tree

[image: image9]
and serialisation of the above the tree will produce the same output stream. 

For elements that have an initiator an element may be indicated as being null in the input stream by the initiator followed by the null value or by the null value alone. The property initiatedElementNull will indicate to the parser how to determine whether an element is null. The property takes the following enumerations:

1. whenInitiatorAbsent - Just the null value is present, no initiator or terminator (if defined) is present.

2. whenInitiatorPresent - The initiator, null value and terminator (if defined) are present.  (This is the normal case)  

3. whenInitiatorAbsentOrPresent - Both of the above

The whenInitiatorAbsent enumeration is only valid when the content model of the model group in which the element is contained is ordered. That is because the model order is required to match the value with an element in the model when there is no initiator. The initiatedElementNull property is also not applicable when the nullIndicatorPath property has been set and when nullValueKind has been set to “missing”.

For example if element “B” has nullValueKind set to literalValue, a single nullValues value of  “xxx” and initiatedElementNull set to whenInitiatorPresent for selector “tagged”. On parsing the input stream:

A:aaa,B:xxx,C:ccc will produce tree

[image: image10]
and serialisation of the above the tree will produce the same output stream.

For example if element “B” has nullValueKind set to literalValue, a single nullValues value of  “xxx” and initiatedElementNull set to whenInitiatorAbsent for selector “tagged”. On parsing the input stream:

A:aaa,xxx,C:ccc will produce tree

[image: image11]
and serialisation of the above the tree will produce the same output stream. 




17.3.6 Using both Default Values and Null Handling on input
As null processing can be considered as operating at the physical level and default values at the logical level it would make sense for the Null handling to take precedence over the default value handling. Therefore there is no conflict between using Default Values and Null Handling. In particular if the nullValueKind property is set to “missing” and there is a default for an element it will be handled as a null value if it is not present in the input stream. Another consequence of this order of precedence is that a defaulted value will never be considered as a null value because the default handling is preformed after the null handling.  
17.3.7 Default Values on output without null values being considered

As discussed in the section comparing default values for input and output the way that default values would be used on output is to populate an output document with the elements that are missing on output. Thus allowing a user to populate a sparse representation rather than a complete representation of what is to be output.  On output default values will be populated for all 3 categories of delimiting; it is OK to output default vales for fixed length. For repeating elements the number of values to be defaulted is also dependent on the “occursKind” property.  If “occursKind” is set to “fixed” up to maxOccurs values will be defaulted. If “occursKind” is set to “xpath” the number of values defaulted will be determined by the xpath expression. For an “occursKind” of  “stopValue” 
and “markup” up to minOccurs values will be defaulted. Thus if an element is optional it will not be defaulted. 

A special case is where a user wants to populate elements with a null literal character on output. This is to cope with the COBOL case where a user may wish to populate the elements with LOW-VALUES or HIGH-VALUES. This is the output case of the literalCharacter nullValueKind case described for input. However on output I consider this more a default value case rather than a null value case, although we may be generating out-of-bound data for the element in the output document. For a null value case there would be an element in the representation with a value set to null rather than a missing element. 

A solution to this is to create a boolean property called useNullValueForDefault which specifies whether the value in the nullValues property is to be used on output if an element is missing on output. It will be invalid to set the useNullValueForDefault property to true if the nullValueKind property has not been set or the element is not nillable. (TBD: This property is not applicable to attributes because they do not support null handling.) If the element has an initiator defined the initiatedElementMissingWhen or initiatedElementNull properties will be used to control what is output in the output stream dependent on the whether nullValueKind is set to “missing” or not. 

17.3.8 Null Handling on output without default values being considered

If the value of an element in the representation is set to null the value on output will be determined by the nullValueKind property. However if the value is null and the nullIndicatorPath property is set no value will be written on output because the calculation indicates whether it is null or not.

 

For initiated elements with nullValueKind set to “missing” the initiatedElementMIssingWhen property controls what is output:

1. absent
Output no value or initiator

2. empty
Output the initiator but no value

3. absentOrEmpty
Output the initiator but no value

For initiated elements with nullValueKind not set to “missing” the initiatedElementNull property controls what is output:

1. whenInitiatorAbsent - Just output the null value itself with no initiator or terminator (if defined).

2. whenInitiatorPresent - Output the initiator, null value and terminator (if defined). (This is the normal case) 

3. whenInitiatorAbsentOrPresent - Output the initiator, null value and terminator (if defined).

The whenInitiatorAbsent enumeration is only valid when the content model of the model group in which the element is contained is ordered. That is because if the output stream is to be re-parsed the model order is required to match the value with an element in the model when there is no initiator. The initiatedElementNull property is also not applicable when the nullIndicatorPath property has been set and when nullValueKind has been set to missing.

17.3.9 Flowcharts for Null and Default Behavior
The following 2 sections contain flowcharts that illustrate how the default and null value behaviour is decided for an element on input and output.

17.3.9.1 Input flowcharts
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17.3.9.2 Output Flowcharts
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17.3.10 Interaction of Properties

The following table shows the interaction of properties on input and output. The top right blue part of the table represents the interaction on input and the bottom left yellow part the interaction on output. If there is no interaction between 2 properties the cell is greyed out. The values in the table are the cross references to the sections and tables in the preceding document that cover the interaction of the properties. 

Table 5 Interaction of properties

	Input\

Output
	Nullable
	Default
	Optional
	Simple/

Complex
	Element
	Occurs/

Separators
	Initiator

	Nullable
	
	18.2.8,


	
	18.2.5,18.2.7

	Error! Reference source not found.
	18.2.6,18.2.7
	18.2.7
Table 4


	Default
	18.2.9
	
	18.2.6
Table 4
	18.2.5
	Error! Reference source not found.
	18.2.6
	18.2.6
Table 4

	Optional
	
	18.2.9,
	
	
	18.2.6
	18.2.6
	18.2.6

	Simple/

Complex
	18.2.5,18.2.10 


	18.2.5,18.2.9
	
	
	Error! Reference source not found.
	
	

	Element
	Error! Reference source not found.
	Error! Reference source not found.
	18.2.9
	Error! Reference source not found.
	
	18.2.6
	

	Occurs/

Separator
	
	18.2.9
	
	
	
	
	18.2.6

	Initiator
	18.2.10
	18.2.9
	
	
	
	
	


18 Built-in Specifications

TBD: this section gives the names, import URLs for, rep-property definition sets, property definitions, etc. for the built-in named format definitions. I won't go so far as to say conversion definitions and registrations are made explicit here since many of these will want to be built-ins for implementations. Note that the URLs for importing these must contain the version number of the standard so that future revisions of the standard can define new built-in format definitions without breaking older schemas. 
19 Extensions and Extensibility

DFDL provides several extension mechanisms.
19.1 User-Defined Properties
Users can extend the set of properties with their own, and reference them from expressions inside DFDL annotations.
19.1.1 Property Definition Syntax 

Variables and properties in DFDL are very similar in their definition syntax and in the use of their values. They differ in how they get their values. Once defined they are used/referenced in a manner indistinguishable operationally from each other or any of the built-in properties, except that they should be in a different namespace than all the built-in dfdl properties.

A new user-defined property is introduced using the dfdl:defineProperty annotation element:

<dfdl:defineProperty name="myNewProperty" type="xs:string"/>

The name of a newly defined property is placed into the target namespace of the schema. 

Once defined, a property can be bound in a dfdl:format (or equivalent) annotation, and becomes indistinguishable from a built-in property except for the namespace which should not be the DFDL namespace (usually mapped to prefix 'dfdl'). 

Note: implementations of DFDL are free to actually define the built-in properties using dfdl:define property if they wish.

19.1.2 Property Binding
The short form annotation for a binding will also work, even when the property is not in the DFDL namespace. A DFDL processor must inspect all non-native attribute settings on the constructs of the schema, and compare their attribute names with those defined as properties in the schema. For example:

<element name="ds" type="string" ibmEDI:EDIFACT_DS="|"/>

Any non-native attributes found which are not the names of defined DFDL properties (built-in or user-defined) or where the corresponding property definition is not in an enclosing scope, are ignored by the DFDL processor. 

Once this value is bound to the new property then within the scope of the binding, the property can be used in XPath expressions or where an XPath expression is expected. 

It is a schema definition error if a schema attempts to assign (see below) a property like it was a variable.
19.1.3 Reference to Properties 

From an path the property is referenced by preceding its name with a ‘$’. The name can be a QName. 

It is a schema definition error to reference a property that is not bound within the expression context.

19.2 Defining conversions

Being able to add user-defined conversions is fundamental to the extensibility of DFDL. For DFDL to be useful in cutting edge technology areas like the Grid and to support the breadth of existing legacy formats particularly in the scientific world, this sort of extensibility is essential. 
Conversions are defined using the “dfdl:defineConversion” element. Conversions can be defined purely as prototypes (for conversions built-in to the parser) as using external logic (known as blackbox) conversions and conversions which use DFDL directly (known as whitebox 
conversions).

19.2.1 Prototype Conversions

A prototype conversion defines the name and type signature of a conversion built in to the parser.
<dfdl:defineConversion name=”dfdl:bytesToInt” input=”xs:byte” output=”xs:int” inverseConversion=”dfdl:intToByte”/>
Note that the inverse conversion is required to exist but may not yet have been defined. This is the conversion that is used to write out the values read-in in using this conversion.

The purpose of a prototype conversion is to explicitly define conversions which are built in to the parser. Once they are made explicit the data modeler can use them directly when defining his/her own conversions and packages.

19.2.2 Blackbox conversions

The blackbox conversion is like a prototype conversion except it specifies how to call an external method for example in java:
<dfdl:defineConversion name=”parseText” input=”xs:string” output=”xs:float” inverseConversion=”writeText”>


<dfdl:exec language=”java
”>org.foo.Example.parseText(sourceStream, “$separator”, “$numberOfElements”)</dfdl:exec>

</dfdl:defineConversion>
This would call java methods of the form:

public static InputStream ParseText (InputStream input, String separator, int numberOfElements);

TBD: Define blackbox conversions for C, XSL, OS-command-line, WSDL-web service.

There is a semantic fudge in this between individual types, streams of types and sequences of types. This has to be worked through properly.
19.2.3 Whitebox conversions

The following is a simple example of a conversion in which the value of the input integer is doubled.
<xs:complexType>


<xs:annotation>



<xs:appinfo>



<dfdl:defineConversion name=”doubleInt” />



 <dfdl:hidden”>




<xs:element name="x" type="xs:int"/>





</dfdl:hidden>
      

</xs:appinfo>

      
<xs:annotation>


<xs:element name="doubled-value" type="xs:int" dfdl:value=”2* ../x”/>
</xs:complexType>

This conversion has the following prototype declaration, which the parser must infer from the definition:

<dfdl:defineConversion name=”dfdl:doubleInt” input=”xs:int” output=”xs:int” />
19.3 Registering conversions

Once defined, conversions must be registered. Conversions are registered by adding them to the “conversions” element in the context:

<dfdl:registerConversion name=”parseText”/>
This statement will add the conversion “parseText” to the top of the list of conversions:

<context>


<dfdl:conversions>



<parseText … />



<bytesToInt… />



<bytesToString… />


</dfdl:conversions>

</context>

19.4 Defining Conversion Packages

A conversion package is simply a dfdl:defineFormat annotation that registers one or more conversions. It may also define new conversions and set up appropriate default values. 

For example a small package might look like:

<dfdl:defineConversion name=”dfdl:binInt”        input=”xs:byte” output=”xs:int” test=”$binary” />

<dfdl:defineConversion name=”dfdl:binFloat”    input=”xs:byte” output=”xs:float” test=”$binary”/>
<dfdl:defineConversion name=”dfdl:binDouble” input=”xs:byte” output=”xs:double” test=”$binary”/>
<dfdl:defineFormat name=”smallBinary”>


<dfdl:registerConversion name=”dfdl:binInt”        />


<dfdl: registerConversion name=”dfdl:binFloat”    />


<dfdl registerConversion name=”dfdl:binDouble” />

      <dfdl:set name=”binary”       value=”true”            test=”not($binary)”/>


<dfdl:set name=”byteOrder” value=”bigEndian”  test=”not($bigEndian)”/> 

       <dfdl:format ref=”binaryStrings”/>

</dfdl:defineFormat>

To use this package we would have to (obviously) include the file containing the packages and then (where relevant) use the bundle:

<dfdl:format ref=”smallBinary”>
Notice that all of the set context statements have a test to ensure that they do not attempt to double-register the conversion. This allows different packages to include the same conversions. 

Notice that packages can also refer to other packages. The last line of the format definition references another package called “binaryStrings”. So “binaryStrings” is included in “smallBinary”, although because it is included at the end the constant definitions and conversion guards from smallBinary take precedence over those in binaryStrings
. For example, suppose that “binaryStrings” contained the line:


<dfdl:set name=”byteOrder” value=”littleEndian”  test=”not($bigEndian)”/> 

This line would be silently overridden by the value for this property set in “smallBinary” shown above.

19.5 Defining Data Streams

The name of the current stream from which data is being extracted is maintained in the Context. The default source stream is called “stdin” and is of type “xs:byte”. The name of the current stream is held in a property called “source”.

The DFDL document begins parsing against “stdin”. At any point in the parsing the source stream can be switched either by choosing an alternative input source (e.g. a file, url or data stream
For example this shows how the source stream can be switched to access a new file, in this case one located at “http://my.data.com/file.csv”.
<xs:annotation>


<xs:appinfo>



<dfdl:defineStream name=”myNewStream" url=”http://my.data.com/file.csv”
/> 
            <dfdl:useStream name=”myNewStream”/> 
     </xs:appinfo>

</xs:annotation>
TBD: How do we do output streams. (This whole proposal needs reviewing for the write direction).

19.6 Example

In this section we present two examples of using these extensions:

· The first example defines a new conversion to decrypt a document, making use of a key supplied in the data.

· The second example defines two new conversions to handle non-IEEE representations of 32 and 64 bit floating point numbers. In this example we register one of the conversions and not the other in order to demonstrate how to insert a conversion into the automatic selection process, and also how to explicitly apply a conversion which has not been registered.
<?xml version=”1.0” encoding=”UTF-8”?>

<xs:schema xmlns:xs=”http://www.w3.org/2001/XMLSchema” >


<xs:annotation>



<xs:appinfo source=”http://dataformat.org/”>




<!—set up the new conversion (



<dfdl:defineConversion name=”decriptStream” input=”xs:byte” output=”xs:byte”>





<dfd:exec language=”java”>com.crypto.decrypt(sourceStream,”$cryptoKey”)</dfd:exec>




</dfdl:defineConversion>




<!—define  a stream that applies the new conversion (



<xs:defineStream name=”decryptedData” applyConversion=”decryptStream”/>



</xs:appinfo>


</xs:annotation>


<xs:element name=”encryptedExample”>



<xs:complexType>




<xs:sequence>





<!—pick out the key and add its value to the global context (




<xs:element name=”key” type=”xs:base64Binary” dfdl:length=”128” addToGlobalContext=”cryptoKey”/>





<xs:element name=”data”>






<xs:annotation>







<xs:appinfo source=”http://dataformat.org/”>








<!—invoke the new data stream (







<dfdl:useStream name=”decryptedData”/>








<dfdl:dataFormat repType=”text” 
                                                                                                                                              separator="," 

                                                                                                                                             encoding=”UTF-8”/>






</xs:appinfo>






</xs:annotation>






<xs:complexType>







<xs:sequence>








<xs:element name=”name” type=”xs:string”/>








<xs:element name=”address” type=”xs:string”/>








<xs:element name=”zipCode” type=”xs:int”/>







</xs:sequence>






</xs:complexType>





</xs:element>




</xs:sequence>



</xs:complexType>


</xs:element>

</xs:schema>
Example 1 – showing the definition of a new black-box conversion to handle an ecrypted data payload. One of the encryption keys is passed in the data (in unencrypted form).

<?xml version=”1.0” encoding=”UTF-8”?>

<xs:schema xmlns:xs="http://www.w3.org/2001/XMLSchema" elementFormDefault="qualified" attributeFormDefault="unqualified">


<xs:annotation>



<xs:appinfo>




<!-- set up the new conversions -->




<dfdl:defineConversion name="nonIEEEByteToFloat" input="xs:byte" output="xs:float">





<dfd:exec language="java">com.fp.byteToFloat(sourceStream,"$byteOrder")</dfd:exec>




</dfdl:defineConversion>




<dfdl:defineConversion name="nonIEEEByteToDouble" input="xs:byte" output="xs:double">





<dfd:exec language="java">com.fp.byteToDouble(sourceStream,"$byteOrder")</dfd:exec>




</dfdl:defineConversion>




<!-- note for the purposes of demonstration we only register the double conversion -->



<dfdl:registerConversion name="nonIEEEByteToDouble"/>



</xs:appinfo>


</xs:annotation>


<xs:complexType name="exampleType">



<xs:sequence>




<xs:element name="x" type="xs:int"/>




<xs:element name="y" type="xs:float">




<!-- explicitly select the float converion -->





<xs:annotation>






<xs:appinfo>







<dfdl:useConversion name="nonIEEEByteToFloat"/>






</xs:appinfo>





</xs:annotation>




</xs:element>




<xs:element name="z" type="xs:double"/>




<!-- The double conversion is automatically applied because we registered it -->




<!-- which will send it to the top of the list
. So it is guaranteed to be the first  -->




<!-- chosen when we reach this point in the document. -->



</xs:sequence>


</xs:complexType>


<xs:element name="exampleElement">



<xs:annotation>




<xs:documentation>Comment describing your root element</xs:documentation>



</xs:annotation>


</xs:element></xs:schema>
Example 2 – in this example two new blackbox conversions are defined to handle the conversion of bytes into a float and a double using some non-IEEE floating point representation. The conversion to double is registered and chosen automatically by the parser. The conversion to float is not and has to be explicitly chosen by the data-modeler. 
20 Security Considerations
When writing data. All locations must be properly initialized before writing so as to prevent accidental (or purposeful) transmission of data in the unused parts of data formats. Even when a DFDL description does not specify that data should be written to a particular part of the output representation, a defined pattern should always be written.

All DFDL processors must check when writing data, that the representation properties that control filling and padding are defined by the DFDL schema. It is an error if they are not defined, and the DFDL processor must fail if they are not defined so that it is certain no region of the output data has unspecified contents.

If regions within a DFDL-described data object are encrypted, then when decrypting them proper means must be used to assure secure passage of passwords to the decrypting software. Such means are beyond the scope of the DFDL language specification. 

In addition, if encryption passwords/keys are stored in DFDL schema-described data, then proper means must be used to assure that the decrypted form of these passwords is not revealed. Such means are beyond the scope of the DFDL language specification. 
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26 Appendix: About UTF-16 and Unicode Character Codes above 0xFFFF

When we define UTF-16 to be a fixed-width double-byte wide character set we say that each UTF-16 codepoint is represented by 2 bytes. Notice the careful use of the term 'codepoint' here. Unicode characters can have character codes as large as 0x10FFFF which requires 3 bytes to store (21 bits actually); however in UTF-16 characters with more than 2 bytes of code are encoded as two codepoints, called a surrogate pair; hence, UTF-16 is fixed-width, 2 bytes per codepoint. It is not 2 bytes per Unicode character. UTF-16 is really a variable-width encoding, but the characters that require the surrogate-pair treatment are so infrequently used that UTF-16 is most often treated like a 16-bit fixed-width character set. It is the acknowledgement of the existence of surrogate pairs that leads to the “codepoint” vs. “character code” distinction.

UTF-32 is a fixed width encoding with a full 4-bytes per character code. It represents all of Unicode with the same width per character.

Hence, when we refer to lengths in character strings we will often refer to length in characters, but we qualify that it means 2-byte codepoints when the character set encoding is UTF-16. Hence, when the property lengthUnitKind is 'characters' and the charset is 'UTF-16', then the units are actually 16-bit codepoints, not Unicode characters
. 
Use instead the lengthUnitKind='fullUnicodeCharacters' to get the number of true characters, not the number of 16-bit codepoints.
27 Appendix: Information about Schematron

Schematron V1.5 is soon to become the ISO/IEC 19757-3 standard (Document Schema Definition Languages (DSDL) – Part 3: Rule-Based validation – Schematron). See the following link for the specification:   http://www.schematron.com/spec.html.

Schematron allows assertions to be made about a document. The assertions contain a test attribute that uses an XPath expression that returns true or false.  The expression is evaluated in a context specified on the rule element containing the assertion. The default language binding uses the extended version of XPath specified in XSLT for XPath expressions and contexts are interpreted according to XSLT (see Annex C of the specification). However the default query binding language can be overridden using the queryBinding attribute on the Schematron scheman element.

Schematron can be used in standalone Schematron Schemas and can also be embedded within W3C XML Schema annotations. A paper discussing the embedding of Schematron with XML Schema can be found at the following link: http://www.topologi.com/public/Schtrn_XSD/Paper.html. An example from this document is shown below:

<?xml version="1.0" encoding="UTF-8"?>
<xs:schema xmlns:xs="http://www.w3.org/2001/XMLSchema">
   <xs:element name="Root" type="xs:string">
      <xs:annotation>
         <xs:appinfo>
            <sch:pattern name="Test constraints on the Root element" xmlns:sch="http://www.ascc.net/xml/schematron">
               <sch:rule context="Root">
                  <sch:assert test="test-condition">Error message when the assertion condition is broken...</sch:assert>
               </sch:rule>
            </sch:pattern>
         </xs:appinfo>
      </xs:annotation>
   </xs:element>
</xs:schema>
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� The concept of native-endian is avoided in DFDL since a DFDL schema containing such a property binding does not contain a complete description of data, but rather an incomplete one which is parameterized by characteristics of the machine and implementation where the DFDL processor is executed. In DFDL this same behavior is achieved through use of true parameterization, for example by use of Selectors to choose among two different format annotations. 


� CCSID stands for Coded Character Set ID, a 3 digit representation for a codepage specifier. TBD: cite relevant standard for CCSIDs here.


� The concept of native character encoding is avoided in DFDL since a DFDL schema containing such a property binding does not contain a complete description of data, but rather an incomplete one which is parameterized by characteristics of the operating environment where the DFDL processor executes. In DFDL this same behavior is achieved through use of true parameterization, for example by use of Selectors to choose among annotations specifying different character set encoding property bindings.


� see Section � REF _Ref141001199 \r \h ��38� � REF _Ref141001204 \h ��Appendix: Information about Schematron�





�Removed the split infinitive since some readers are irked by them!


�Alphabetize. Consider removing terms we don't use. (Though we may still need them in sections still to be written.)


�This definition does not read clearly. Presumably the final XML Schema should actually be a DFDL Schema? The problem is with the second sentence. In particular, I’m not sure what “as a whole” means.





How about this instead: 





These are distinguished from the control attributes of format annotations which control the scope of the annotation within the DFDL schema.


�Perhaps move table to after the properties section?


�TBD: edit to make consistent with variables as described herein.


�real full Xpath? This is dangerous as Xpath is quite powerful and general. We may want to restrict how one can reference things in the context.


�TBD: make consistent with Variables section.





Add Xref to that section.


�I don't think this concept of a default context is needed anymore - this should be revisited when the other documents have been finished off.


�Unclear why we needed structured properties. Was this just to provide semantics of registerConversion? or do we need it for other things also. if it's just for registerConversion I think we should not put in this mechanism but simply explain that the conversions are held in a list in the context. 


�Do you mean 'higher up in the data' i.e., previous?





Do we want to use the term 'document" here? I believe it is misleading and likely to be confusing.





Higher up can mean at a higher (parent) node of the tree, or can smply mean previous. We need to be explicit. 


�TBD: parent? I believe we mean must have the same type as declared in its definition. 


�TBD: what if it is unambiguous since there is only one global element decl in the entire schema?


�Could differing annotations not be applied to the same global complex type within different contexts? In other words, could an element referencing a global type apply its own annotation to the global type without altering the annorations applied through a different reference to the same global type?


�I didn’t quite understand this. Could it be broken down slightly?


�Not sure that this sentence is needed. I tried to restructure the preceding sentence to clarify matters.


�Does this “properties” mean “format property annotations” or are there other kinds of properties too? There may be an issue with consistency over the following terms: “property”, “format property”, “format annotation”, “format property annotation”. 


�Could this be stated more formally? I’m not sure exactly what this ‘ref’ means.


�I don’t understand this. I presume they also apply to each occurrence of the enclosing element, though this implies they do not.


�I would prefer clarification of the term “scoped default” here. It is a little confusing since the integerSigned binding does have a scope, it is just a local scope.


�This appears to contradict the previous sentence which suggests that the integerSigned binding is ignored rather than causing an error.


Should �“property” be “attribute”? We should be consistent and the “applies” attribute is referred to elsewhere.


�This sentence is difficult to follow. I wasn’t sure what it was “convesely” to. The idea of annotations within annotations was confusing.Try to break into smaller, easier to understand parts.


�Reword without DFDL Processors, as specified in the author guidelines.


�Perhaps use short-form annotations throughout the arrays examples when possible to make them shorter?


�TBD: fix indentation: No box surround, use codeblock style, spaces, not tabs, and indent 2 charaters per level. 





Colorize per standard colors to emphasize aspects.





�TBD: make consistent with Variables proposal.


�TBD: I believe this is a schema definition error, not a parse error.





E.g., I don't think a choice should be able to have its branch selected based on whether we can find a conversion on a given branch. No conversion fo rthat branch means that branch is not well defined which means the schema is not well defined.


�Doublecheck. is this right? 





Is this detail about the null conversion really needed in this exposition or is this ia detail that would come up in coding it?


�TBD: make data model stuff early in the document consistent with this. 


�Note: the Schema for DFDL annotation syntax will use an xs:token for this. 


�Name issue: This "BinaryStream" is going to be confused with other use of the term 'steram' which I believe are more important. 





Suggest "bits" as the name of this concept. As in "The data is either text or bits"


�Cite a standard for CCSID values in the footnote.


�We want this to be as small as possible a set. Can we get away with just UTF-8, 





Also TBD: what aliases of the IANA names are required? All of them? So, e.g., "Latin1" is accepted? 


�bomRequired should be BOMRequired since BOM is an acryonym. OTOH we could spell it out as byteOrderMarkRequired, which I actually prefer. Why bother abbreviating. 





TBD: change all BOMxxx iand bomXXX into byteOrderMarkXXX





�Not enough cases. On input we need always, never, optional. On output we need always, never.





The name "BOMRequired" doesn't seem right. For input we need to be able to say the BOM isn't required, it's optional. 





BOMHandling seems like a better name. 





There are 4 useful combinations of behaviors I believe.





always input, always output





never input, never output





optional on input, always on output





optional on input, never on output





(TBD: good names for these 4 modes)





This last mode is likely to be heavily used (unfortunately) as it is the "tolerate BOMs if they appear  cuz I'm not sure if they'll be there or not." mode.





�I'd like to avoid use of the term 'xpath' in our spec so we can hedge the bet on this being true xpath or some variation or even something more like Xquery.. 





So I suggest this string be 'calculated' or 'expression'' or 'computed', but NOT the name of the expression language. 





�Ditto


�expression or calculated again.


�Not consistent with lengthKind which has just 'prefixed" not "prefix1" and "prefix2". 


�TBD: what are the restrictions here.


�A predefined format set should define this as left and number justification to right. (What about the others? also left like string?)


�A pre-defined format set should have this as "right"


�For these boolean reps, we need to be able to use a list of values. (Similarly, null flags allow lists of values) however there is an issue of how you can put the empty string into a list since the empty string might be one of the reps that is accepted as false for example.


�Seems these shouldn't be here.


�Again the issue of how to provide lists of true values (or false values) for these booleans, and what to do about empty string as one of those values?


�What doe s this mean?





Seems to imply a float-size property so that you know how big it is and can at least skip over it.





I would prefer to simply drop this. We have ways of doing opaque types so that you can skip over things like this. 


�Name issue, already raised. Perhaps 'bits' is the representation name?


�Don't understand this. What does "modeled separately" mean?


�Why not say can be empty string indicating no decimal separator.Then we can eliminate numberimpliedPlaces?





Or was this done for implementation reasons? I.e., to avoid having to tweek the ICU libraries?


�Why not eliminate this and just use decimalSepaator="" (empty string) to mean this? 


�Is this a formal type of property value literal?


�If it can't reliably identify then how can it continue to parse? We need enough certainty to determine the size anyway.


�Can we eliminate unmodeled uncertainty for DFDL v1.0?


�Add XREF to section on layering which discusses these properties.


�TBD: added dfdl:element, sequence, choice


Is this correct? 


�Should this be moved or repeated in a section about properties for uncertainty?


�What are the alignment units? Bits or Bytes? I believe it should either only be bits, or we need an alignmentUnits tha t has enum bits/bytes.


�Is 'markup' the right name? or should this be 'delimited'


�GJ


Added to provide similar behavior to the DataStage TX Type Syntax->Empty property. This allows an initiated element to have a value specified with no initiator on input that is be treated as indicating that the element is empty. This was initially added to DataStage TX to handle the case where an empty XML element could be specified as <element/> whereas the element was modeled with an initiator of <element> and terminator </element>. However users have used the property in non-XML scenarios. 


�I changed 'field' to element throughout this document. 





Also shouldn't the name of this end with "When" and the "when prefix" stripped off of the enum values?


�GJ


Have to choose one or the other.


�How is list specified such that an empty string can be expressed as a null value for a nullable string field?


�Example is needed to illustrate usage here. This example is the one where there is a trailing bit vector of null flags. I have seen prior and after byte flags, and prior and after bit vectors. The example has to also show how the null indicator is set on output..


�There seems to be some confusion around null indicators and whether or not the element itself will appear in the data. Generally, if the element is fixed size, having a null indicator doesn't change the amount of space taken up in the stream. Rather, both the flag and the element storage would be in the data. If the element Is variable size then things are trickier. 


�Not right. For a flag you have to be able to set it on output, so we need both null values and not-null values. I think trying to pretend null indicators are in some way "a lot like" in-band nulls is a mistake. It's a different technique and the properties should perhaps just be separated.


�Added all this logic. This case where we have variable size with minimum greather than zero is an annoying complexity.





Can we consider saying DFDL  v1.0 doesn't support minOccurs other than 0 or 1, and  minOccurs = 1 only when maxOccurs also = 1 ??





This would eliminate many hard cases, not just here in the null-flags stuff, but in many other parts of the spec.





�TBD: one based if we switch DPath to be one based.


�For DFDL v1.0 can we get away with only doing choice? Or otherwise somehow doing less than all of this. 





Can we eliminate substitution group support?


�Do we have to support groups with occurs in DFDL v1.0?


�Do we have to support for v1.0 of DFDL?


�Can we avoid unmodeled uncertainty for DFDL v1.0. 





This means schemas using xs:any must have processContents="strict', plus perhaps other things...?


�Can we restrict children of choices to be elements in DFDL v1.0?





If not we'll again have to use the id facet of model groups to treat them as pseudo elements.


�We can't leave this an implementation dependent detail. We must provide semantics here.


�We don't have to leave this free. We could require that they are ordered and attempted based on sorting the candidate alternatives by their namespace and name with some specific collation characteristics. 





This would eliminate variability between DFDL implementations at little cost, so it is probably desirable to fix this order. 


�Need to define "root of the branch" precisely.


�Turn into an example.


�Turn into an example.


�Need to define 'nearest point' more precisely in terms of context.


�This doesn't seem correct.  If the branch has already been discriminated, then a parse error is really an error 





(unless it causes an enclosing choice/uncertainty. I.e., there are nested cases. of a choice inside a choice where the discriminator of the inner one could be met, then a parse error can occur causing a new branch attempt in the outer choice.)


�This whole section wants to be combined with a section factored out of the properties section that is specialized for the uncertainty properties discussion.


�We can't be this wishy washy. 





If there is no way of  resolving the ambiguity, then the parse will handle the data as an opaque object. In this case it must be able to determine the length or it is a schema definition error.





TBD: can the length just be the length of the longest branch? (When all branches are fixed length?) Seems like a useful special case for Cobol-translated data structures. TBD: do we have to put in an annotation to say to determine the length by using the length of the longest branch?





Seems ok for choice. I doubt this is reasonable for xs:any wildcards or subst groups.


�One could do this by using a variable, settable externally and testing it inside an assert that discriminates the uncertainty. The variable could be set using an expression which resolves the ambiguity (this would perhaps replicate some of the logic in the cobol program that used the redefined data) or it could expect the variable to be set externally (e.g., from a command line option for a command-line DFDL processing program)





So we don't have to say "beyond the scope" since we have ways of doing it.


�and therefore we must treat the data as opaque and determine its length TBD.





�Can we avoid these in DFDL v1.0?


�Define "self-defining" data. Unclear what you mean here.  I'm guessing you mean that we can determine its length and therefore copy or skip over it reliably while treating it as opaque.


�I don't get the difference between Modeled="false" and unresolvableWhenParsing="true"





Seems to me if unresolvable is true then in this case the data is treated as Opaque if its length can be determined somehow including all these stuff about delimiting in the next section. Otherwise it is a schema definition error. This is the same as when modeled is false in the next paragraph. 


�This is unmodeled. What's this name stuff?





I think this section is colored by an interpretation that we're trying to translate data into XML. We're not necessarily. IN this particular case I believe we're just trying to skip over or copy the content. 





This notion of self-describing, i.e., the data has some initiators in it which would allow us to convert them to tags or something is very separate from the issue of how we get the length and get past the item. 





Trying to deal with this self-describing situation seems like heroics to me.  Seems we should be able to get by with just carrying or skipping the data.


�Do we have to have this in DFDL v1.0?


�TBD: do we need another property to indicate that using this fixed-length so use longest method is ok?


�I fail to understand why this is any different. The key thing is the ability to determine the length. The fact that you can recognize initiators seems beside the point. 





I can also model this as a sequence containing a variable number of pairs. Each pair is two element declarations. The first is called TAG, and ends with a terminator which is what you call the initiatorSeparator. The second is named VALUE and goes to end of data (which the separator of the enclosing sequence provides for).





This isn't even hard to express. 





So my guess is you are after a special translate-to-XML-without-schema mode for initiator tagged data. This is fine, but let's not pretend this is some general mechanism, let's just put in the special feature, which I would call "initiatorTaggedDataAsXMLString" or something like that. 


�Same modularity problme as before. All the candidate payload declarations must share a common variable to discriminate them. This seems unrealistic. Laying in a big choice at the point where the payload is embedded seems more likely to me. 





Alternatively, special "trampoline" schemas could be created which have nothing beside the discrimination logic and an include of one of the message payload schemas. This is just breaking up the big choice over a number of files, but it would let you add more payloads without editing any existing DFDL schema files.


�This describes only in-band nulls. It doesn't describe the also-common flag or out-of-band nulls.


�Although an element may contain an out-of-bound value in the input stream as its null value it would still be a given the special NULL value as its logical value. This could be indicated by setting nullValueKind to literalCharacter or literalValue.  Similarly a element indicated as being null by another element in the input stream would also be given the special NULL value.


�I think this entire examples section needs to be split into separate rationale and specification sections. TBD


�TBD: Revise whole section to not use SELECTORS since those are proposed to be omitted in V1.0.


�I found this sentence very confusing. Rephrase? Done


�<SMH> Not sure about this. We need to go through the whole min/maxOccurs thing very carefully, it’s a thorny area.


�Is another enumeration of occursKind required?


�GJ


Yes, I think an additional occursKind property enumeration is required. For instance an enumeration with name “occursSeparator”. Which means that the number of occurs separators determines the number of repeats. This will only work if the occurs separator doesn’t conflict with the separator of the enclosing group or above in the model. 


�Hmm. this example has positional elements and initiators and initiatedElementNull.





My guess is that typical use of initiators like this is in unoredered representations and then this would be unclear as your "xxx" doesn't identify which element is present the way an initiator does. 





In other words, there's lots of potential for ambiguity here. 





I'm concerned that this initiatedElementNull thing that allows the initiator to be absent when the element is null is actually it's own kind of tag which can be used BOTH to identify which element is occurring, and to recognize that it is null. That's the case in the XML/TX explanation you gave above.





you discuss this more later below, but I think the issue is already apparent here.








�I agree there is an ambiguity. However the non-XML example given by Stephanie Fetzer was of elements with non-discriminating initiators where the null elements were indicated by “N/A” for example


 #AAAA|N/A|#CCCC|#DDDD





�Will the stop value actually be represented. I can see it would make sense for a stopValueKind of “logical” but I am not sure whether this would make sense “literal” and “empty”. Does the stopValue count as a repeat? For instance if stopValueKind is set to “logical” it would make sense for this to be the case. However if it is set to “empty” it would not make sense because it is intended to handle the case where the end of the repeats are modeled by two consecutive occurs separators. 


�<SMH> We need to go through the min/maxOccurs thing very carefully, it’s a thorny area.


�Should the calculation be checked to ensure that it indicates that the value is null. In particular if it refers to another element. If it doesn’t match should an error be thrown.  


Alternatively should a reverse calculation be specified which can be used to set the value from the other element. 


�I believe that proper functioning for output should set the nullIndiatorPath location automatically.





However, as with stored length information the case of whether the user overwrites it with an invalid value is present. 





I think it is a good idea for a element that is an indicator or length for another element to simply not be writable directly. A calculation for output would have to be what fills it in. Perhaps we have a property to stipulate this, and you take your chances if you don't use it?


�This sounds like a reasonable way to go. However at the moment the reference is from the element whose nullness or length is indicated by this element. It is possible to have more than one element referring to the same length or indicator element. Should we also have a reverse reference from the indicating element to the element from which its value is calculated on output? Should references by restricted to 1 - 1 references?   


�This table destroyed itself when I reorganized things in this combined document.





The content here is very important so this has to be fixed. However, the content this is referencing needs to be spec content and not rationale sections. The above material needs to be split into spec/rationale and the rationale moved out to an appendix.


�TBD: rewrite this section to remove all but the prototype declaration form of defineConversion.


�We need better language independence than this. We need to just define and reference some symbolic name from inside the DFDL schema and have a separate implementation-specific way to associate a language and libreary with the symbol.


�This is very operational and clunky. Can't we just take a union of everything that eveyrone includes and pull them together into the full schema once?


�I would have expected the opposite. That things later in the file textually would take precedence. Do we append to the tail of the conversions list as we add more conversions? If so we should reiterate that factoid here.


�more realistic examples would use a variable here and likely setup the variable by an implementation-specific mechanism from outside the DFDL processor. 


�Earlier it seemed that later registrations appendied things to the end of the list of conversions. This suggests the opposite, that they're put on the front or first viewed end.


�TBD: update for new "OGF". Also the template may change, new IP statement language may have to be used, etc. etc.


�Need CCSID code pages reference.


�Everyplace we describe lengthUnitKind in this document and mention characters ideally we should footnote and say "lengthUnitKind='characters' means 16-bit for UTF-16 character set encodings. See the Appendix..."
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